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1 Introduction

The subject we will discuss is parallel sparse matrix-vector multiplication u =
Av, where A and v are given and u must be computed. The sparse matrix A
has dimensions m times n, v is a vector of length n, and u is a vector of length
m. The parallel algorithm we will use for sparse matrix-vector multiplication
consists of the following four phases:

1. Each processor sends its components vj to those processors that own a
nonzero aij in column j.

2. Each processor computes the products aijvj for its nonzeros aij , and adds
the results for the same row index i. This yields a set of contributions uis,
where s is a processor number, 0 ≤ s < P .

3. Each processor sends its contributions uis to the processor owning ui.

4. Each processor adds the contributions received for its components ui, giv-
ing ui =

∑P−1
s=0 uis.

The variable P is the number of processors used. We assume the nonzeros of
the matrix A are already distributed among the P processors. We will use
the Mondriaan package [1, 2] for partitioning sparse matrices to distribute the
matrices for us. Our objective is to distribute the vector components vi and ui

among the P processors in such a way that the maximum number of sends and
receives of the processors in phases 1 and 3 is minimal. Since the communication
of v and u in phases 1 and 3 respectively behave in a similar way, an algorithm
to minimize communication for v can also be used to minimize communication
for u. Therefore, we will only discuss the distribution of v. For our objective we
are not interested in the nonzeros in each column, but only in which processors
own these nonzeros. Therefore we reduce A to a P times n matrix Ã, with
ãsc = 1 if processor s owns at least one nonzero in column c, and ãsc = 0 if
processor s owns no nonzeros in column c.

To be more precise about the objective, let us define the following:

• Let nnz ≡
∑n−1

c=0

∑P−1
s=0 ãsc be the number of nonzeros of Ã.

• Let k(c) ≡
∑P−1

s=0 ãsc be the number of processors occurring in column c
of matrix A.

• Let B(s), with 0 ≤ s < P , be the set of all columns c with k(c) ≥ 2 and
processor s occurs in c.

• Let C(s) be the set of columns from B(s) owned by processor s.

• Let C̄(s) be the set of columns from B(s) not owned by processor s.

• Nsend(s) ≡
∑

c∈C(s)(k(c)− 1).

• Nreceive(s) ≡ |B(s)| − |C(s)| = |C̄(s)|.
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• Nsend ≡ max0≤s<P Nsend(s).

• Nreceive ≡ max0≤s<P Nreceive(s).

A processor s is said ‘to be in column c’ or ‘to occur in column c’, if ãsc = 1. If
a processor ‘owns data’, it means the data is stored in the processor’s memory
and is not stored in any of the other processors’ memory. If it is said that
processor s owns column c, this means processor s owns vector component vc.
Nsend(s) is the number of times processor s has to send a vector component
to another processor. Nreceive(s) is the number of times processor s receives a
vector component from other processors. We assume that a processor can only
own a column if it occurs in the column or if the column is empty. The following
statements hold: C(s) ∩ C̄(s) = ∅ and C(s) ∪ C̄(s) = B(s). The objective of
this chapter is to let each vector component vi of v (or equivalently each col-
umn of A) be owned by a processor such that max(Nsend, Nreceive) is minimal.

Example 1: Let us assume we have the following matrix Ã, with P = 4
and n = 10:

0 1 2 3 4 5 6 7 8 9
0 0 0 0 1 1 1 0 0 0 1
1 1 0 0 1 1 1 1 0 1 0
2 1 1 0 0 1 0 1 1 0 0
3 1 0 0 0 1 1 1 0 1 1
k 3 1 0 2 4 3 3 1 2 2

then this gives us the B(s) arrays:

B(0) = {3, 4, 5, 9} B(1) = {0, 3, 4, 5, 6, 8}
B(2) = {0, 4, 6} B(3) = {0, 4, 5, 6, 8, 9}.

Let us assume we distribute the columns as follows:

C(0) = {3, 5} C(1) = {0, 4, 8}
C(2) = {6} C(3) = {9}.

So processor 1, for instance, owns columns 0,4, and 8. Then Nsend(1) = k(0)−
1 + k(4) − 1 + k(8) − 1 = 2 + 3 + 1 = 6 and Nreceive(1) = |B(1)| − |C(1)| =
6 − 3 = 3. The complete list of Nsend(s) and Nreceive(s) values is printed
below.

Nsend(0) = 3 Nreceive(0) = 2
Nsend(1) = 6 Nreceive(1) = 3
Nsend(2) = 2 Nreceive(2) = 2
Nsend(3) = 1 Nreceive(3) = 5.

So Nsend = 6 and Nreceive = 5. The cost of this distribution is max(Nsend, Nreceive) =
6. Of course we have not yet distributed the columns 1,2 and 7, which have
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less than two different processors in them. If we let columns 1 and 7 be
owned by processor 2 and column 2 by an arbitrary processor, we will not
raise max(Nsend, Nreceive).
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2 A local lower bound for the maximum number

of communications

To determine the quality of a solution to the vector distribution problem, it is
useful to know below which value max(Nsend, Nreceive) can never get, a so
called lower bound. The most intuitive lower bound for max(Nsend, Nreceive)
is:

Lower bound 1: Given a distribution of the nonzero elements of A among
P processors:

max(Nsend, Nreceive) ≥ dV/P e, (1)

with V ≡
∑n−1

c=0 max(k(c)− 1, 0) =
∑P−1

s=0 Nsend(s) =
∑P−1

s=0 Nreceive(s), the
so-called communication volume. Again, we assume the processors can only own
columns in which they occur, or empty columns. We will now try to obtain a
better lower bound for max(Nsend, Nreceive), since it will appear that Lower
bound 1 cannot be achieved in many cases. If we take more information about
the matrix distribution of A into account, in addition to V , we can get better
lower bounds. The first improvement of Lower bound 1 is obtained by consid-
ering the fact that not all processors have to communicate because they might
only own complete colums (complete in the sense that all nonzero elements of
that column belong to one processor). If this is the case for a processor s then
B(s) is empty.

Lower bound 2: If we define Pa as the number of active processors with
|B(s)| > 0, a better lower bound is given by

max(Nsend, Nreceive) ≥ dV/Pae. (2)

Proof:
By definition, for non-active processors |B(s)| equals zero, so |C̄(s)| = 0. There-
fore Nreceive(s) = 0. So all receives must be distributed among the Pa proces-
sors with |B(s)| > 0. The number of receives equals V , so Nreceive ≥ dV/Pae,
and hence max(Nsend, Nreceive) ≥ dV/Pae. �

The following lower bound is not an improvement on Lower bounds 1 or 2,
but an extra lower bound that can be either higher or lower than dV/Pae or
dV/P e, depending on the matrix distribution. Let us assume that all columns
are distributed among the processors. If we want to minimize max(Nsend(s), Nreceive(s))
of processor s without considering the other processors, we have to achieve
Nsend(s) = Nreceive(s), since when Nsend(s) is lowered by moving a column
(i.e., a vector component) to another processor, Nreceive(s) is increased and
vice versa. The aim is to equalize Nsend(s) and Nreceive(s) while letting them
be minimal. It does not matter for Nreceive(s) how many processors are in the
columns that are owned by s: each owned column decreases Nreceive(s) by
one. Thus to decrease Nreceive(s) it is best to own as many columns as possi-
ble, irrespective of their number of processors. For Nsend(s), however, it does
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matter how many processors the columns that s owns have: the fewer the bet-
ter. Therefore, when we start with all columns owned by other processors (i.e.,
Nreceive(s) = |B(s)|, C(s) = ∅ and C̄(s) = B(s)), it is best to let s first own all
columns in C̄(s) with two processors, then all columns in C̄(s) with three proces-
sors, etc until Nsend(s) = Nreceive(s). In most cases it will not be possible to
equalize Nsend(s) and Nreceive(s) exactly. In those cases it is best to increase
Nsend(s) as much as possible but satisfying Nsend(s) ≤ Nreceive(s). The
value obtained this way for max(Nsend(s), Nreceive(s)) will be called local(s).
The construction of the local-bound for a processor s is shown in Algorithm 1.

Input: B(s)
Output: C(s) for local lower bound

C(s)← ∅
while not done

choose j ∈ C̄(s) with k(j) minimal
C ′(s)← C(s) ∪ j
if Nsend′(s) ≤ Nreceive′(s) then

C(s)← C ′(s)
else

local(s)← max(Nsend(s), Nreceive(s))
done

Algorithm 1: Construction of the local lower bound for processor s

Note that the set of columns C(s) thus obtained has the following two fun-
damental properties:

(i) k(c1) ≤ k(c2), for all c1 ∈ C(s) and c2 ∈ C̄(s),

(ii) Nreceive(s)− kC̄,min + 1 ≤ Nsend(s) ≤ Nreceive(s),

with kC̄,min ≡ minc∈C̄(s) k(c). If we define local ≡ max0≤s<P local(s) then we
obtain the following lower bound:

Lower bound 3: For every vector distribution the following lower bound
holds:

max(Nsend, Nreceive) ≥ local. (3)

Proof:
To prove this we will show that max(Nsend(s), Nreceive(s)) ≥ local(s) for all
s. Then Lower bound 3 obviously follows. First, let us define the following:

• Let B ≡ B(s), C̄ ≡ C̄(s) where C is constructed by Algorithm 1.

• Nsend(C) ≡ Nsend(s), slightly abusing the notation.
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• Nreceive(C) ≡ Nreceive(s)

• N(C) ≡ max(Nsend(C), Nreceive(C))

Sort the columns of B by nondecreasing k(j). Renumber the columns of
B so that k(0) ≤ k(1) ≤ ... ≤ k(|B| − 1). Then C = {0, 1, ..., |C| − 1}. Let
C ′ ⊂ {0, ..., |B| − 1} be an arbitrary set of columns. We are going to transform
C ′ into C by operations that do not increase N(C ′). When we are done we have
shown that N(C ′) ≥ N(C) = local(s).

First we will transform the arbitrary set of columns C ′ into an ordered set
C ′′ = {0, ..., |C ′| − 1} of the same size, see Algorithm 2. Note that k(i) ≤ k(j)

C ′′ ← C ′

for i← 0 to |C ′| − 1
if i /∈ C ′′ then

choose j ∈ C ′′ with j maximal
C ′′ ← (C ′′ \ {j}) ∪ {i}

Algorithm 2: Transform C ′ into C ′′ = {0, 1, ..., |C ′| − 1}

holds in the loop. (Proof: At each moment |C ′′| = |C ′| ⇒ j ≥ |C ′| − 1. For i
holds: i ≤ |C ′| − 1. Therefore i ≤ j and hence k(i) ≤ k(j), since the columns
are ordered by number of processors.)

Therefore, Nsend(C ′′) ≤ Nsend(C ′) and Nreceive(C ′′) = Nreceive(C ′).
As a result N(C ′′) ≤ N(C ′).

Now that we have an ordered set C ′′, we may have to remove or add columns
from/to C ′′ until |C ′′| = |C|. Let m ≡ |C| and m′′ ≡ |C ′′|, so that we have one
of the following three cases.

1. m = m′′: C = {0, ..., m− 1} and C ′′ = {0, ..., m′′ − 1}. Hence C = C ′′.

2. m < m′′: C = {0, ..., m − 1} and C ′′ = {0, ..., m − 1, ..., m′′ − 1}. Let
C ′′′ = C ′′. We will transform C ′′′ into C by removing columns m′′ − 1 to
m from C ′′′. As a result C ′′′ = {0, ..., m − 1} = C. Let C ′′′

old and C ′′′
new

be the sets before and after removing a column, respectively. If m′′′ > m
holds before removing a column, then Nsend(C ′′′

old) > Nreceive(C ′′′
old).

Furthermore, Nreceive(C ′′′
new) = Nreceive(C ′′′

old) + 1 ≤ Nsend(C ′′′
old) and

Nsend(C ′′′
new) < Nsend(C ′′′

old). Thus N(C ′′′
new) ≤ Nsend(C ′′′

old) = N(C ′′′
old).

3. m > m′′: C = {0, ..., m′′ − 1, ..., m − 1} and C ′′ = {0, ..., m′′ − 1}.
Let C ′′′ = C ′′. We will transform C ′′′ into C by adding columns m′′

to m − 1 to C ′′′. As a result C ′′′ = {0, ..., m − 1} = C. By con-
struction Nsend(C) ≤ Nreceive(C). Since m′′′ ≤ m, Nsend(C ′′′

new) ≤
Nreceive(C ′′′

new) = Nreceive(C ′′′
old)−1 and Nsend(C ′′′

old) < Nreceive(C ′′′
old).

Thus N(C ′′′
new) < Nreceive(C ′′′

old) = N(C ′′′
old).
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Now we have shown that every set C ′ can be transformed into C without
raising N(C ′). Therefore C must be optimal, for if it is not, there must be a
C̃ with N(C̃) < N(C), which can also be transformed into C without raising
N(C̃). This is impossible, so we have a contradiction. �

Now that we have proven the local lower bound is minimal, it is useful to
prove that if a set of columns satisfies certain conditions, then its cost is min-
imal. These conditions will be maintained during the algorithm based on the
local lower bound, which will be discussed in the next chapter.

Lemma 2.1
If C ′ satisfies (i) and (ii), then N(C ′) = N(C), with C the set of columns
constructed by Algorithm 1.

Proof:
Transform C ′ into C ′′ such that C ′′ = {0, 1, ..., |C ′| − 1} using Algorithm 2.

Note that k(i) = k(j) for each column swap in the loop of Algorithm 2.
(Proof: If k(i) < k(j), then there is a column i ∈ C̄ ′ with a lower k(i) than a
column in C ′, so C ′ does not satisfy (i)⇒ contradiction. In the last proof it was
shown that k(i) > k(j) is impossible. Thus, k(i) = k(j).) Because k(i) = k(j)
with each swap, Nsend(C ′′) = Nsend(C ′), Nreceive(C ′′) = Nreceive(C ′) ⇒
N(C ′′) = N(C ′) and C ′′ satisfies (i) and (ii).

Now that we have an ordered C ′′, satisfying (i) and (ii), there are three
possibilities:

1. m = m′′: C ′′ = C ⇒ N(C ′′) = N(C ′) = N(C).

2. m < m′′: C = {0, ..., m − 1} and C ′′ = {0, ..., m − 1, ..., m′′ − 1}. For
C holds Nreceive(C) − kC,min + 1 ≤ Nsend(C) ≤ Nreceive(C), thus
Nreceive(C) ≤ Nsend(C) + kC,min − 1. For C ′′ hold Nsend(C ′′) ≥
Nsend(C) + kC,min − 1 and Nreceive(C ′′) ≤ Nreceive(C) − 1. Thus
Nsend(C ′′) ≥ Nsend(C)+kC,min−1 ≥ Nreceive(C) > Nreceive(C ′′)⇒
C ′′ does not satisfy (ii) ⇒ contradiction.

3. m > m′′: C = {0, ..., m′′ − 1, ..., m − 1} and C ′′ = {0, ..., m′′ − 1}. For
C ′′ hold Nsend(C ′′) ≤ Nsend(C) − k(m − 1) + 1 and Nreceive(C ′′) ≥
Nreceive(C)+1. Nsend(C ′′)+k(m−1)−1 ≤ Nsend(C) ≤ Nreceive(C) <
Nreceive(C ′′)⇒ Nsend(C ′′) < Nreceive(C ′′)− k(m− 1) + 1. Note that
kC̄′′,min ≤ k(m− 1), since column m− 1 ∈ C̄ ′′. Therefore, Nsend(C ′′) <
Nreceive(C ′′)−kC̄′′,min +1⇒ C ′′ does noet satisfy (ii)⇒ contradiction.

This means N(C ′′) = N(C ′) = N(C). �

For well-distributed matrices it could be that local < dV/Pae, because the
local values of the processors consider the same cheap columns (i.e. columns
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with few processors in it) to be their own and avoid the more expensive columns.
Thus, the best lower bound is:

Lower bound 4:

max(Nsend, Nreceive) ≥ max(dV/Pae, local). (4)

For the algorithm described below it will appear useful to define a generalized
local lower bound. The difference between the special and the generalized case
is that the generalized local lower bound allows columns to be already owned,
i.e. |C(s)| > 0. As a result, before the assignments of the unowned columns
Nsend(s) > 0 and Nreceive(s) < |B(s)|. Now the generalized lower bound
localgen(s) for processor s is attained by assigning first the unowned columns c
from C̄(s) to C(s) with k(c) = 2, then k(c) = 3 etc. but satisfying Nsend(s) ≤
Nreceive(s). The algorithm for the generalized local lower bound is shown as
Algorithm 3.

Input: C(t), 0 ≤ t < P already assigned
Output: C(s) for generalized local lower bound

C̄(s)← B(s) \ ∪t6=sC(s)
while not done

choose j ∈ C̄(s) with k(j) minimal
C ′(s)← C(s) ∪ j
if Nsend′(s) ≤ Nreceive′(s) then

C(s)← C ′(s)
else

localgen(s)← max(Nsend(s), Nreceive(s))
done

Algorithm 3: Construction of the generalized local lower bound for processor s

Lower bound 5:
Given a set of owned columns C(s) for each processor s the generalized lower

bound will be

max(Nsend, Nreceive) ≥ max(dV/Pae, localgen), (5)

with localgen ≡ max0≤s<P localgen(s). Property (i) holds for the generalized
local lower bound, except that c1 and c2 should not be columns which were
already owned. Property (ii) holds unchanged. The proof of Lower bound 5
follows the same reasoning as the proof of Lower bound 3.

Example 2: Let’s consider the matrix Ã of Example 1 again, and calculate
the lower bounds. First, summing up the sends and receives of Example 1
gives V =

∑3
s=0 Nsend(s) =

∑3
s=0 Nreceive(s) = 12. Since P = 4 this gives

12



dV/P e = 3. Since all processors have non-empty B(s) sets we have Pa = 4,
so dV/Pae = 3. To calculate local we have to calculate all four local(s) values.
Using Algorithm 1 we may get:

C(0) = {3, 9} ⇒ Nsend(0) = 2, Nreceive(0) = 2 ⇒ local(0) = 2
C(1) = {3, 8} ⇒ Nsend(1) = 2, Nreceive(1) = 4 ⇒ local(1) = 4
C(2) = {0} ⇒ Nsend(2) = 2, Nreceive(2) = 2 ⇒ local(2) = 2
C(3) = {8, 9} ⇒ Nsend(3) = 2, Nreceive(3) = 4 ⇒ local(3) = 4.

So local = 4. This yields Lower bound 4: max(dV/Pae, local) = 4. Note the
word ‘may’ three sentences earlier. This means that the sets C(s) could contain
different columns, but the Nsend(s) and Nreceive(s) values are deterministic.

Using Algorithm 3 to calculate localgen in case C(0) = {3}, C(1) = {8},
C(2) = {4} and C(3) = {9}, we may get:

C(0) = {3} ⇒ Nsend(0) = 1, Nreceive(0) = 3 ⇒ localgen(0) = 3
C(1) = {8, 0} ⇒ Nsend(1) = 3, Nreceive(1) = 4 ⇒ localgen(1) = 4
C(2) = {4} ⇒ Nsend(2) = 3, Nreceive(2) = 2 ⇒ localgen(2) = 3
C(3) = {9, 5} ⇒ Nsend(3) = 3, Nreceive(3) = 4 ⇒ localgen(3) = 4.

So localgen = 4 and Lower bound 5 equals 4 as well.
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3 Unequal vector distributions

In this chapter we will discuss the problem of assigning the vector components
of vectors u and v to the processors, where the components ui and vi may be
assigned to different processors. So the distributions of vectors u and v may be
unequal. This means we can distribute u and v independently from each other.
Again, we will only discuss the distribution of vector v.

3.1 A vector distribution algorithm based on the local

lower bound

Comparing several vector distributions for the same problem immediately makes
it clear that not all vector distributions are equally good. This appears to be
because the processor that is responsible for max(Nsend, Nreceive), processor
pmax, owns more columns with few processors in a good distribution than in a
bad one. For instance the number of columns with k(c) = 2 is larger in the better
case and the number of columns with k(c) = 10 is smaller. So it is beneficial to
make sure that processors which are prone to become the pmax own the cheaper
columns. This can be arranged by an algorithm that uses the local-bound values
of the processors, because the local-bound value considers the cheapest columns
first. Intuitively, it makes sense that processors with high local-bound values
are more prone to become the pmax than processors with lower values. If an
algorithm would calculate the local-bound values in advance, and then would
assign one by one the cheapest column to the processor with the highest local(s)
value at that moment, it should be possible to avoid a bad distribution such as
mentioned above. This heuristic will be called the local-bound heuristic.

3.1.1 The local-bound algorithm

The algorithm based on the local-bound heuristic will be called the local-bound
algorithm. The local-bound algorithm is divided into two phases. The first is
the actual local-bound part and the second finishes the distribution in a greedy
way. For the algorithm to work, we need a generalized local lower bound value
which represents the current local lower bound. This bound can be adjusted
during the execution of the algorithm. The generalized local lower bound of
processor s will be called L(s). In the algorithm we will use variables defined
in Chapter 1, and the following (re)defined variables:

• Let C(s) be the set of columns from B(s) currently owned by s.

• Let C̄(s) be the set of columns from B(s) not currently owned by s.

• Let CL(s) be the set of columns with which s will attain its generalized
local lower bound.

• Lsend(s) ≡
∑

c∈CL(s)(k(c) − 1).

• Lreceive(s) ≡ |B(s)| − |CL(s)|.
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• L(s) ≡ max(Lsend(s), Lreceive(s)).

Note that C(s) ⊂ CL(s) holds, since CL(s) is a generalized local lower bound
which is based on C(s), see Algorithm 3.

Input: A sparse m by n matrix A, whose nonzero elements are distributed
among P processors and a vector v of length n.

Output: Each vector element of v is assigned to one of the P processors.

phase 1:
1. Initialise CL(s) and let C(s) = ∅ for all processors.
2. Choose among the processors with Lsend(s) > Nsend(s) the processor

with maximum value L(s). Call this processor p.
3. Choose an unowned column c ∈ CL(p) with a minimal number of processors

in it, and insert c into C(p).
4. For all processors with c ∈ CL(s) except p, reinitialise CL(s).
5. Repeat steps 2 to 4 until Lsend(s) = Nsend(s) (and CL(s) = C(s)) holds

for all processors.
phase 2:
1. For each unowned column c with k(c) ≥ 1, insert c in C(p), where

p is the processor in c with minimal max(Nsend(p) + k(c)− 1, Nreceive(p)
−1).

2. For each unowned column c with k(c) = 0, insert c in C(p), where p
is the processor with minimal |C(p)|.

Algorithm 4: The Local-bound Algorithm (LA).

The local-bound algorithm is shown as Algorithm 4. Note that during the
execution of the algorithm when CL(s) is adjusted this also adjusts the variables
Lsend(s), Lreceive(s) and L(s) according to their definitions. And when C(s)
changes, C̄(s), Nsend(s) and Nreceive(s) also change.

Let us first discuss phase 1. In step 1, all values are initialised. In step 2,
a processor is chosen which did not reach its Lsend(s) value yet and has the
highest L(s), because this processor is expected at that moment to become the
pmax according to the local-bound heuristic. In step 3, the cheapest unowned
column from CL(p) is assigned to processor p, so that C(p) still satisfies (i).
In step 4, column c must be removed from CL(q), for q 6= p, since this column
is already owned by another processor (namely p), thus these CL(q) must be
recalculated. Steps 2 to 4 need to be repeated until Lsend(s) = Nsend(s) holds
for all processors. A processor does not obtain anymore columns if Lsend(s) =
Nsend(s) holds, since this will not lower max(Nsend(s), Nreceive(s)) and could
increase max(Nsend(q), Nreceive(q)) for some other processor q. Since q might
need these columns to obtain its generalized local lower bound.

In phase 2, the leftover columns are divided. In step 1 of phase 2, the
columns which add to the number of communications are greedily distributed
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such that max(Nsend, Nreceive) is kept minimal. In step 2 the columns with
no processors are assigned to the processor with the least number of assigned
columns for balance.

3.1.2 Implementation

This paragraph will discuss several implementation details of the local-bound
algorithm which will let its running time be of order O(nnz + P 2).

During each iteration of step 2 of phase 1, the processor with the largest
L(s) must be found among all processors, which takes O(P ) time. In a straight
forward implementation, n iterations will take O(nP ) time. It can, however,
be done in just O(nnz + P 2) time. During the first iteration of the main
loop, searching for the processor with the largest L(s) takes O(P ) time. Dur-
ing this iteration at most k(c) − 1 values L(s) are increased in step 4. The
other L(s) values remain the same. We only have to compare whether these
k(c) − 1 increased L(s) values are larger than L(p). After these comparisons
the processor with the largest L(s) will be the processor p that gets a column
in the next iteration. If, however, Lsend(p) = Nsend(p), p is excluded from
phase 1 and we have to search among all remaining processors for the largest
L(s) which again takes O(P ) time. Thus, during n iterations we have to do
∑n−1

c=0 (k(c) − 1) = nnz − n = O(nnz) comparisons and search P times among
all remaining processors which takes O(P 2) time.

In step 4 of phase 1, reinitialising CL(s) entirely from scratch would take
O(n) running time. Instead, we could remove column c from CL(s) and insert
an unowned column c0 from C̄(s) into CL(s) while still satisfying (i) and (ii).
This means CL(s) is merely adjusted, not reinitialised, and hence this will take
less time. How much less will be discussed below.

If, in step 3 of phase 1, the columns of CL(p) are ordered by increasing
number of processors, choosing column c will take O(1) time. But this ordering
has to be maintained when new columns are added to CL(p) in step 4 which takes
more than O(1) time. Instead of choosing an unowned column from an ordered
CL(p), we will choose an unowned column from an ordered B(p), since the
contents of B(p) do not change. Using B(p) instead of CL(p) in step 3, however,
will cause the algorithm in certain cases to insert a column into C(s) which is
not in CL(s). This is because the generalised local lower bound does not care
which column with k(c) processors it gets, as long as it gets a column with k(c)
processors. So instead of keeping a list CL(s) of the columns which a processor
needs to attain its generalized local lower bound, we store the needed(s, a)
values, and to be able to adjust the needed values properly the available(s, a)
values are stored, which are defined below:

• C(s, a) ≡ number of columns c ∈ C(s) with k(c) = a.

• C̄(s, a) ≡ number of unowned columns c ∈ C̄(s) with k(c) = a.

• needed(s, a) ≡ number of columns c ∈ CL(s) with k(c) = a.

• available(s, a) ≡ C(s, a) + C̄(s, a).
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Note that the following relations hold: C(s, a) ≤ needed(s, a) ≤ available(s, a),

Lsend(s) =
∑P

a=2(a−1)needed(s, a) and Lreceive(s) = |B(s)|−
∑P

a=2 needed(s, a).
Also note that the C̄(s, a) definition contains the word ‘unowned’. This means
that a column c with k(c) = a which is owned by a processor other than s occurs
in the set C̄(s) but not in the set C̄(s, a) since it is not unowned.

We will now use these new variables needed and available in steps 3 and
4. In step 3, an unowned column c is chosen from B(p). Column c also occurs
in C̄(s, k(c)) for all processors s that occur in c. Since processor p will own
column c, column c is removed from C̄(p, k(c)) and inserted in C(p, k(c)), so
available(p, k(c)) does not change. In step 4, for all other processors which oc-
cur in c and will not own c, c is also removed from C̄(s, k(c)) but not inserted
into C(s, k(c)), so for these processors available(s, k(c)) is lowered by one. This
could cause needed(s, k(c)) > available(s, k(c)). This means CL(s) of the pro-
cessors that did not get column c is based on the expectation of getting enough
columns with k(c) processors while there actually is a shortage. To solve this
inconsistency we have to lower needed(s, k(c)) by one, which corresponds to
removing column c from CL(s). When columns are removed from CL(s), other
columns may have to be added again to CL(s) to satisfy (ii). Only columns
that are in the C̄(s, a) sets can be added to CL(s), with 2 ≤ a ≤ P . Since
property (i) has to be satisfied, we have to search for the lowest a value for
which needed(s, a) < available(s, k(c)). Such an a value means not all columns
from C̄(s, a) have been inserted in CL(s) yet. If we find such a C̄(s, a) we raise
needed(s, a) by one, corresponding to adding a column to CL(s) with a proces-
sors in it. Now CL(s) satisfies (i) and (ii) and is again a generalized local lower
bound.

The smallest a value for which needed(s, a) < available(s, a) holds can only
increase during the execution of the algorithm, because when needed(s, a) is
decreased available(s, a) is also decreased, and available(s, a) cannot increase
during the execution of the algorithm, for all s and a. So when we have to find
the lowest a value for which needed(s, a) < available(s, a) holds for processor
s, we use the previous value of a, called aprev, for which needed(s, aprev) <
available(s, aprev) held, and keep incrementing aprev by one if needed(s, aprev) =
available(s, aprev), until needed(s, aprev) < available(s, aprev) or aprev = P .
So aprev is increased at most P times. Because we search in the sets C̄(s, aprev),
with 0 ≤ aprev ≤ P , for which holds C̄(s, 0) = 0 and C̄(s, 1) = 0, aprev will
be set equal to 2 during initialisation. For clarity, step 4 is shown as Algorithm
5. The ‘x + +’ and ‘x − −’ statements mean increase x by one and decrease
x by one respectively, similar to the programming language C. Note that when
needed(q, k(c)) is increased or decreased, Lsend(q), Lreceive(q) and L(q) should
be adjusted according to their definitions.

If we would check, in step 2 of phase 2, at most n times which |C(s)| is small-
est, this would take O(nP ) time. Instead, we sort the processors on increasing
|C(s)|: |C(p0)| ≤ |C(p1)| ≤ |C(p2)| ≤ ... ≤ |C(pP−1)|. Then, we keep assigning
columns c with k(c) = 0 to processor p0 until |C(p0)| = |C(p1)|. Then, we keep
assigning columns to p0 and p1 until |C(p0)| = |C(p1)| = |C(p2)|, etc. until all
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for every processor q occurring in c
if q 6= p then

available(q, k(c))−−
if available(q, k(c)) < needed(q, k(c)) then

needed(q, k(c))−−

while aprev(q) ≤ P and available(q, aprev(q)) = needed(q, aprev(q))
aprev(q) + +

if aprev(q) ≤ P and max(Lsend(q) + aprev(q) − 1, Lreceive(q)− 1) < L(q) then
needed(q, aprev(q)) + +

Algorithm 5: Step 4 of phase 1 of LA

columns c with k(c) = 0 are assigned. Since there are at most n assignments,
step 3 of phase 2 takes O(n + P log P ) time.

The data structures that the local-based algorithm uses are shown below:

struct column c

• owner(c)

• procindex(c)[ ]

• k(c)

struct processor s

• Nsend(s), Nreceive(s), Nvector(s)

• B(s)[ ], nB(s), Bcount(s)

• Lsend(s), Lreceive(s), L(s)

• needed(s)[ ], available(s)[ ], aprev(s)

The variable owner(c) is the index of the processor that owns the column,
the procindex(c)[ ] array stores all indices of processors that occur in the column
and k(c) stores the number of processors that occur in column c, so procindex(c)[
] is of length k(c). The Nvector(s) variable stores the number of vector com-
ponents owned by this processor (i.e. Nvector(s) = |C(s)|). The B(s)[ ] array
is of length nB(s) and stores all indices of columns c with k(c) ≥ 2 in which
this processor occurs, nB(s) equals |B(s)| and Bcount(s) = i means: B(s)[i]
was the last column assigned to processor s. The available(s)[ ] and needed(s)[
] arrays are both of length P + 1.

Running time
In step 1 of phase 1, we have to initialise procindex(c)[ ], B(s)[ ], available(s)[
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] and needed(s)[ ] for all s, which takes O(nnz) time. As described earlier, step
2 takes O(nnz +P 2) time. In step 3 we have to check each B(s)[ ] entry of each
processor once, which takes O(nnz) time since we only have to search in one
direction through the ordered B(s)[ ]. Assigning the column and increasing the
number of sends and receives also takes O(nnz) time for n iterations. In step 4,
the for-loop of Algorithm 5 is executed at most nnz times during n iterations.
Consequently, the while loop takes at most O(nnz + P 2) since the aprev(q)
values only increase. Thus, step 4 of phase 1 takes O(nnz + P 2) time.

Step 1 of phase 2 takes O(nnz) time since at most n columns can be assigned,
which would mean all nnz nonzeros have to be checked. Step 2 takes O(n +
P log P ) time, as discussed above.

So the entire algorithm takes O(nnz + P 2) time if n < nnz.

Memory
All the n procindex(c)[ ] arrays together use O(nnz) memory, as do all the P
B(s)[ ] arrays. The arrays needed(s)[ ] and available(s)[ ] take O(P 2) memory.
So the memory use is also of order O(nnz + P 2).

3.2 Further optimization with the refinement algorithm

For many optimization problems algorithms are used which try random changes
to the solution, and accept them when the change results in a better solution. To
minimize max(Nsend, Nreceive) this way of optimization also appeared bene-
ficial. There is always a choice to be made about how random the change must
be: the more random, the less time a change takes and the more changes can be
tried during the same period of time. In this case we have opted for randomly
choosing a processor p and a column c that p owns, shown in Algorithm 6. Then
for each processor q occurring in c the gain is calculated when q instead of p
would own c and the change is performed with the processor with the highest
gain. If no better solution can be obtained with any q no change is performed.
To make sure a column that offers no gain is not randomly chosen again between
column owner changes, we mark the column and chose a column randomly from
the set of unmarked columns. Once a change has been performed, we unmark all
columns, since this change could also change the gains of the marked columns.
When all columns are marked the refinement algorithm ends, since this means
no gains are possible with any column.

3.2.1 Implementation

When we randomly choose a column owned by processor s, we do not want
to end up with a marked column, since this will make choosing an unmarked
column take longer than O(1) time. So we swap a column which offers no gains
with the last unmarked column in the C(s)[ ] array, which will be stored by
definition at position lmc(s) − 1 (lowest marked column). After the swap we
lower lmc(s) by one. When randomly choosing a column, we choose a column
from the indices 0 to lmc(s) − 1 instead of Nvector(s) − 1. Once a column
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does offer a gain and changes owner, all columns are unmarked which means
∀s : lmc(s) = Nvector(s).

When we randomly choose a processor, we do not want to get a processor
s with lmc(s) = 0. We use an array of length P named pr[ ] of integers which
represent the processors. First we randomly choose a processor s from pr[ ]. If
lmc(s) = 0, we swap s with the last processor with lmc(s) > 0 in pr[ ]. The
variable P0 is the index of the lowest index of a processor s with lmc(s) = 0 in
the processor array pr[ ], so pr[P0−1] will be the last processor s with lmc(s) > 0
in pr[ ]. When randomly choosing a processor, we choose one from the indices 0
to P0 − 1 instead of P − 1. If a column succesfully changed owner, all columns
are unmarked again, so P0 = P . If P0 = 0, all columns have been tested and
none offered any gains, so refinement ends.

The refinement algorithm is shown as Algorithm 6. The refinement algo-
rithm uses two structures, which contain the following variables:

struct column c

• owner(c), ownerindex(c)

• procindex(c)[ ]

• k(c)

struct processor s

• Nsend(s), Nreceive(s), Nvector(s)

• C(s)[ ], lmc(s)

The ownerindex(c) variable stores the following: ownerindex(c) = j means
C(owner(c))[j] = c. The C(s)[ ] array is of length Nvector(s) and contains the
indices of the columns that processor s owns. The variable Nvector(s) equals
the number of columns that processor s owns (or equivalently, the number of
vector components vi that s owns).

Running time
Initialising the column and processor structures again takes O(nnz) time. The
contents of the ‘while P0 > 0’-loop of refinement takes O(P ) time in case of an
column owner change, and k(c) time if no processor in column c yields a gain.

So for each column owner change we have to check at most
∑n−1

c=0 k(c) = nnz
processors and reset P values lmc(s), which takes O(nnz+P ). We have to check
all nnz processors at least once when no column owner change is possible with
any column and initialise P values pr[s], so, refinement takes O((r+1)(nnz+P ))
time, with r ≥ 0 the number of column owner changes.

Memory
Each procindex(c)[ ] array takes O(nnz

n
) memory. All the C(s)[ ] arrays together

use O(nnz + n) memory, since |C(s)| = nnz
P

on average for each processor, and
before the first refinement cycle all processors could own at most n columns
which do not occur in their B(s). So the memory use of refinement is O(nnz+n).
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Input: A sparse m by n matrix A and a vector v of length n, both of which
are distributed among P processors.

Output: Vector v is distributed among P processors, hopefully in a better way

P0 ← P , ∀p with 0 ≤ p < P : pr[p]← p and lmc[p]← nB(p)
for p← 0 to P0 − 1

if nB(pr[p]) = 0 then
swap values pr[p] and pr[P0 − 1]
P0 ← P0 − 1, p← p− 1

while P0 > 0
choose random integer pindex ∈ {0, P0 − 1}
p← pr[pindex]
choose random integer cindex ∈ {0, lmc(p)− 1}
c← C(p)[cindex]
swap values C(p)[cindex] and C(p)[lmc(p)− 1]
lmc(p)← lmc(p)− 1
bestq ← −1
Nmin ←∞
beforep ← max(Nsend(p), Nreceive(p))
afterp ← max(Nsend(p)− k(c) + 1, Nreceive(p) + 1)

for each processor q occurring in column c
beforeq ← max(Nsend(q), Nreceive(q))
afterq ← max(Nsend(q) + k(c)− 1, Nreceive(q)− 1)
if max(afterp, afterq) < min(Nmin, max(beforep, beforeq)) then

bestq ← q
Nmin ← max(afterp, afterq)

if bestq 6= −1 then
remove column c from C(p)
add column c to C(bestq)
P0 ← P
for s← 0 to P0 − 1

lmc(pr[s])← Nvector(pr[s])
if Nvector(pr[s]) = 0 then

swap values pr[s] and pr[P0 − 1]
P0 ← P0 − 1, s← s− 1

else
if lmc(p) = 0 then

swap values pr[pindex] and pr[P0 − 1]
P0 ← P0 − 1

Algorithm 6: The Refinement algorithm (R)
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3.3 The vector distribution algorithm of Mondriaan

We will compare the local-bound algorithm with the vector distribution algo-
rithm of Mondriaan, from now on called Mon for short. Mon is described in [1],
but we will briefly discuss it here as well. The aim of Mon is also to minimize
max(Nsend, Nreceive), but unlike LA, it does not consider the local(s) values
as its assignment criterion. Instead it uses sum(s) ≡ Nsend(s) + Nreceive(s)
to assign columns with more than two processors in them. The reason for this
is to let the processor with the lowest current sum(s) own the column, because
this will give that processor more than one sends and the receivers only one
receive, thereby balancing their sum(s) values. When all columns with more
than two processors heve been assigned, the columns with two processors are
used to balance the sends and receives. Mon is presented as Algorithm 7.

Input: A sparse m by n matrix A, with elements distributed among P
processors and a vector v of length n.

Output: Each vector element of v is assigned to one of the P processors.

1. for each processor s
sum(s)← |B(s)|

2. for each column c with k(c) = 1
Assign c to processor p, with p occurring in c

3. for each column c with k(c) > 2
Assign c to processor p, with p the processor occurring in c with
minimal sum(p)

4. for each column c with k(c) = 2
Call the processors in c, p and q. If Nsend(p) + Nreceive(q) < Nsend(q)
+Nreceive(p) let p own c, otherwise let q own c.

5. for each column c with k(c) = 0
Assign c to processor p, with p the processor with minimal |C(p)|

Algorithm 7: The vector distribution algorithm (Mon) of Mondriaan

3.4 Results

To test the lower bounds and algorithms described above, some commonly used
test matrices have been selected, all distributed by Mondriaan [1, 2], with a
maximal allowed load imbalance of 3 percent. For each matrix, distributed
among P processors, both the v and u vectors will be distributed ten times
by each algorithm. Several runs must be done, not only to compensate for
the random part of the refinement algorithm, but also for the deterministic
local-bound algorithm, the outcome of which depends on the input order of
the columns. So the columns are randomly shuffled before every run of the
algorithm. The results are printed in Tables 1 to 10. In these tables the three
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lower bounds and the averages and variances of max(Nsend, Nreceive) of ten
runs of each algorithm are shown. LA stands for the local-bound algorithm, R
for the refinement algorithm, and Mon for the vector distribution algorithm for
unequal vector distributions of Mondriaan. LA + R means the solution of the
local algorithm is used as input for the refinement algorithm, and the same for
Mon + R.

In Tables 11 and 12, some aspects of the results are summarized.

name: lp cycle rows: 1903 columns: 3371 nonzeros: 21234
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 33 33 33 33.0 ± 0.0 33.0 ± 0.0 33.0 ± 0.0 33.0 ± 0.0
4 v 43 43 68 68.0 ± 0.0 68.2 ± 0.2 68.0 ± 0.0 68.0 ± 0.0

u 16 32 32 32.0 ± 0.0 32.0 ± 0.0 32.0 ± 0.0 32.0 ± 0.0
8 v 14 27 41 41.0 ± 0.0 41.0 ± 0.0 41.0 ± 0.0 41.0 ± 0.0

u 49 49 81 81.0 ± 0.0 82.5 ± 0.3 81.0 ± 0.0 81.0 ± 0.0
16 v 9 18 36 36.0 ± 0.0 36.0 ± 0.0 36.0 ± 0.0 36.0 ± 0.0

u 46 46 63 63.0 ± 0.0 63.3 ± 0.2 63.0 ± 0.0 63.0 ± 0.0
32 v 7 11 38 38.0 ± 0.0 38.1 ± 0.1 38.0 ± 0.0 38.0 ± 0.0

u 51 51 80 81.3 ± 0.6 101.3 ± 0.4 80.1 ± 0.1 84.2 ± 1.0
64 v 15 18 41 41.0 ± 0.0 48.0 ± 0.0 41.0 ± 0.0 42.0 ± 0.0

u 40 40 61 63.0 ± 0.0 81.0 ± 0.0 63.0 ± 0.0 66.6 ± 0.8

Table 1: Results of lp cycle

name: bcsstk13 rows: 2003 columns: 2003 nonzeros: 42943
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 216 216 216 216.0 ± 0.0 216.0 ± 0.0 216.0 ± 0.0 216.0 ± 0.0
4 v 159 159 184 184.0 ± 0.0 184.0 ± 0.0 184.0 ± 0.0 184.0 ± 0.0

u 116 116 134 140.8 ± 3.2 134.0 ± 0.0 134.0 ± 0.0 134.0 ± 0.0
8 v 91 91 120 120.0 ± 0.0 120.0 ± 0.0 120.0 ± 0.0 120.0 ± 0.0

u 137 137 179 179.0 ± 0.0 179.2 ± 0.2 179.0 ± 0.0 179.0 ± 0.0
16 v 102 102 155 155.0 ± 0.0 163.3 ± 0.4 155.0 ± 0.0 155.0 ± 0.0

u 83 83 119 126.0 ± 0.0 146.5 ± 0.3 126.0 ± 0.0 130.1 ± 1.3
32 v 70 70 98 103.2 ± 0.4 131.1 ± 0.1 103.0 ± 0.0 105.8 ± 1.2

u 73 73 95 100.3 ± 0.8 118.0 ± 0.0 96.6 ± 0.2 99.6 ± 0.2
64 v 58 58 84 86.9 ± 0.1 113.5 ± 1.3 86.0 ± 0.0 91.3 ± 1.8

u 56 56 88 88.0 ± 0.0 121.5 ± 0.5 88.0 ± 0.0 93.5 ± 1.3

Table 2: Results of bcsstk13
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name: can 1072 rows: 1072 columns: 1072 nonzeros: 6758
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 v 51 51 51 51.0 ± 0.0 51.0 ± 0.0 51.0 ± 0.0 51.0 ± 0.0
4 u 75 75 103 107.0 ± 2.2 103.0 ± 0.0 103.0 ± 0.0 103.0 ± 0.0
8 v 39 39 61 61.0 ± 0.0 61.0 ± 0.0 61.0 ± 0.0 61.0 ± 0.0

u 36 36 61 61.0 ± 0.0 61.1 ± 0.1 61.0 ± 0.0 61.0 ± 0.0
16 v 35 35 52 52.1 ± 0.1 52.2 ± 0.2 52.0 ± 0.0 52.0 ± 0.0

u 28 28 57 60.0 ± 0.0 65.1 ± 0.1 60.0 ± 0.0 60.0 ± 0.0
32 v 27 27 51 52.0 ± 0.0 61.7 ± 0.2 51.0 ± 0.0 52.0 ± 0.4

u 32 32 64 66.0 ± 0.0 89.9 ± 0.1 66.0 ± 0.0 66.8 ± 0.6
64 v 26 26 41 41.0 ± 0.0 56.6 ± 0.2 41.0 ± 0.0 44.1 ± 0.5

u 27 27 43 46.4 ± 0.8 56.9 ± 0.3 43.2 ± 0.2 45.6 ± 0.4

Table 3: Results of can 1072

name: circuit 1 rows: 2624 columns: 2624 nonzeros: 35823
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 922 922 922 922.0 ± 0.0 922.0 ± 0.0 922.0 ± 0.0 922.0 ± 0.0
4 v 554 554 901 901.0 ± 0.0 909.9 ± 0.5 901.0 ± 0.0 901.5 ± 0.5

u 71 142 142 142.0 ± 0.0 142.0 ± 0.0 142.0 ± 0.0 142.0 ± 0.0
8 v 41 81 130 130.0 ± 0.0 131.1 ± 0.5 130.0 ± 0.0 130.1 ± 0.1

u 329 329 456 456.0 ± 0.0 472.6 ± 0.2 456.0 ± 0.0 456.3 ± 0.2
16 v 196 196 280 280.0 ± 0.0 325.1 ± 1.5 280.0 ± 0.0 291.9 ± 0.3

u 44 88 105 105.0 ± 0.0 131.6 ± 5.6 105.0 ± 0.0 107.0 ± 0.8
32 v 24 47 81 81.0 ± 0.0 88.9 ± 0.3 81.0 ± 0.0 82.4 ± 3.0

u 111 111 168 168.0 ± 0.0 171.2 ± 0.2 168.0 ± 0.0 168.6 ± 0.2
64 v 23 48 68 78.0 ± 0.0 85.5 ± 0.3 75.8 ± 0.4 79.7 ± 1.6

u 86 86 118 123.7 ± 0.6 165.8 ± 5.8 118.0 ± 0.0 143.3 ± 17.6

Table 4: Results of circuit 1

3.5 Discussion

We have compared the local-bound algorithm (LA), which is based on the local
lower bound local, with the vector distribution algorithm of Mondriaan [1, 2]
(Mon), and with the refinement algorithm (R).

Let us first discuss the local lower bound. As can be seen, in many cases
local > dV/P e, which means local is a sharper lower bound than dV/P e. In
addition, in most cases local > dV/Pae, meaning Lower bound 4 is mostly equal
to local.

In Table 11, the column ‘perfect’ holds the number of times the average
over 10 runs of the max(Nsend, Nreceive) value of the 104 tests is equal to
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name: random1k rows: 1000 columns: 1000 nonzeros: 9779
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 410 410 410 410.0 ± 0.0 410.0 ± 0.0 410.0 ± 0.0 410.0 ± 0.0
4 v 202 202 210 224.3 ± 5.6 210.0 ± 0.0 210.0 ± 0.0 210.0 ± 0.0

u 189 189 192 192.0 ± 0.0 192.0 ± 0.0 192.0 ± 0.0 192.0 ± 0.0
8 v 133 133 190 196.0 ± 0.0 238.4 ± 0.6 196.0 ± 0.0 197.0 ± 0.2

u 185 185 199 220.1 ± 0.3 222.1 ± 0.1 219.6 ± 0.4 217.0 ± 0.0
16 v 108 108 104 126.9 ± 1.7 109.4 ± 0.6 110.6 ± 0.6 108.2 ± 0.2

u 106 106 106 120.4 ± 2.6 110.6 ± 0.8 112.1 ± 0.1 109.0 ± 0.0
32 v 62 62 75 76.5 ± 0.3 97.5 ± 0.7 75.9 ± 0.1 80.7 ± 0.4

u 75 75 79 91.7 ± 0.6 119.4 ± 4.0 81.9 ± 0.7 88.1 ± 1.1
64 v 43 43 47 48.8 ± 0.4 61.4 ± 2.6 47.0 ± 0.0 51.6 ± 1.0

u 43 43 50 50.2 ± 0.2 65.6 ± 1.6 50.0 ± 0.0 54.1 ± 0.7

Table 5: Results of random1k

name: amorph20k rows: 20000 columns: 20000 nonzeros: 100000
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 v 848 848 848 848.0 ± 0.0 848.0 ± 0.0 848.0 ± 0.0 848.0 ± 0.0
4 v 429 429 446 471.0 ± 16.6 446.0 ± 0.0 446.0 ± 0.0 446.0 ± 0.0

u 430 430 441 441.0 ± 0.0 441.0 ± 0.0 441.0 ± 0.0 441.0 ± 0.0
8 v 150 199 208 208.0 ± 0.0 208.0 ± 0.0 208.0 ± 0.0 208.0 ± 0.0

u 470 470 592 614.3 ± 13.2 592.0 ± 0.0 592.0 ± 0.0 592.0 ± 0.0
16 v 159 159 290 300.2 ± 4.2 290.0 ± 0.0 290.0 ± 0.0 290.0 ± 0.0

u 244 244 307 319.0 ± 2.0 307.0 ± 0.0 307.1 ± 0.1 307.0 ± 0.0
32 v 56 64 133 133.0 ± 0.0 133.0 ± 0.0 133.0 ± 0.0 133.0 ± 0.0

u 203 203 250 250.1 ± 0.1 250.1 ± 0.1 250.0 ± 0.0 250.0 ± 0.0
64 v 94 94 148 148.0 ± 0.0 148.2 ± 0.2 148.0 ± 0.0 148.0 ± 0.0

u 66 66 130 132.0 ± 1.0 130.3 ± 0.2 130.0 ± 0.0 130.0 ± 0.0

Table 6: Results of amorph20k

max(dV/Pae, local). The column ‘within 10 %’ counts the number of times the
average of max(Nsend, Nreceive) is smaller than 1.1∗max(dV/Pae, local). The
row ‘LA or Mon’ counts the number of times either LA and/or Mon’ get a
‘perfect’ or ‘within 10 %’ result. Table 11 shows that LA obtains in a bit less
than half the time the lower bound, which is mostly equal to local. And LA
obtains in 91 out of 104 cases a result within 10 %, meaning that LA is good at
obtaining a result close to the local lower bound, which it was intended to do.
LA + R manages to improve significantly upon LA’s results obtaining a ‘within
10 %’ in almost all tests.

This table also shows that Mon is surprisingly good at obtaining the local

25



name: random20k rows: 20000 columns: 20000 nonzeros: 99601
P p. dV/P e dV/Pae local LA Mon LA + R Mon + R
2 v 5087 5087 5087 5087.0 ± 0.0 5087.0 ± 0.0 5087.0 ± 0.0 5087.0 ± 0.0
4 v 2127 2127 2142 2142.0 ± 0.0 2142.0 ± 0.0 2142.0 ± 0.0 2142.0 ± 0.0

u 2518 2518 2523 2737.3 ± 91.0 2523.0 ± 0.0 2523.0 ± 0.0 2523.0 ± 0.0
8 v 1254 1254 1292 1516.8 ± 99.0 1292.0 ± 0.0 1292.0 ± 0.0 1292.0 ± 0.0

u 2136 2136 1911 2172.6 ± 14.6 2159.0 ± 0.0 2172.0 ± 16.8 2159.0 ± 0.0
16 v 1069 1069 970 1116.4 ± 85.2 1077.8 ± 0.2 1104.3 ± 5.4 1077.7 ± 0.2

u 1071 1071 989 1293.9 ± 1595 1071.7 ± 0.2 1130.8 ± 119 1071.4 ± 0.2
32 v 611 611 633 719.9 ± 13.3 742.6 ± 1.2 678.3 ± 2.4 677.5 ± 13.3

u 650 650 631 733.0 ± 1.4 734.2 ± 0.8 686.9 ± 3.1 672.8 ± 1.4
64 v 344 344 385 413.1 ± 47.9 454.7 ± 2.0 385.7 ± 2.4 392.2 ± 1.0

u 364 364 388 434.5 ± 34.1 466.5 ± 4.7 395.0 ± 0.6 401.9 ± 2.1

Table 7: Results of random20k

name: mbeacxc rows: 496 columns: 496 nonzeros: 49920
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 162 162 162 162.0 ± 0.0 162.0 ± 0.0 162.0 ± 0.0 162.0 ± 0.0
4 v 121 121 132 132.0 ± 0.0 132.0 ± 0.0 132.0 ± 0.0 132.0 ± 0.0

u 82 82 87 93.2 ± 0.8 87.0 ± 0.0 87.0 ± 0.0 87.0 ± 0.0
8 v 61 61 69 71.0 ± 1.8 69.0 ± 0.0 69.0 ± 0.0 69.0 ± 0.0

u 114 114 113 119.0 ± 0.0 139.2 ± 3.6 119.0 ± 0.0 121.3 ± 0.2
16 v 60 60 86 108.0 ± 0.0 114.0 ± 0.0 92.2 ± 0.4 94.8 ± 0.6

u 86 86 115 115.0 ± 0.0 152.7 ± 0.6 115.0 ± 0.0 125.5 ± 1.5
32 v 44 44 53 55.1 ± 1.9 70.0 ± 0.0 53.0 ± 0.0 53.0 ± 0.0

u 67 67 81 82.2 ± 0.6 96.5 ± 2.9 81.0 ± 0.0 86.2 ± 1.0
64 v 42 42 54 63.7 ± 1.8 72.3 ± 2.0 55.0 ± 0.0 56.2 ± 0.2

u 44 44 65 65.0 ± 0.0 78.8 ± 0.2 65.0 ± 0.0 70.7 ± 0.2

Table 8: Results of mbeacxc

lower bound even though it does not consider the local(s) values. As to the
‘within 10 %’ Mon obtains a relatively poor 2 out of 3. But the ‘within 10 %’
result of Mon + R is still as good as LA + R’s.

In Table 12, it can be seen that LA beats Mon more often than vice versa.
Because Mon still beats LA in a significant number of cases, it is best to try and
use both algorithms to distribute vectors v and u and chose the best results for
each vector. The same holds for the algorithms LA + R and Mon + R. Since the
refinement algorithm does give a significant improvement upon LA and Mon,
and LA, Mon and R use little time compared to the matrix distribution, it
makes sence to use LA + R and Mon + R together.
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name: gemat1 rows: 4929 columns: 10595 nonzeros: 47369
P phase dV/P e dV/Pae local LA Mon LA + R Mon + R
2 u 85 85 85 85.0 ± 0.0 85.0 ± 0.0 85.0 ± 0.0 85.0 ± 0.0
4 u 65 65 82 82.2 ± 0.4 82.0 ± 0.0 82.0 ± 0.0 82.0 ± 0.0
8 u 63 63 71 74.9 ± 0.7 71.0 ± 0.0 71.0 ± 0.0 71.0 ± 0.0
16 u 43 43 69 69.0 ± 0.0 69.0 ± 0.0 69.0 ± 0.0 69.0 ± 0.0
32 u 41 41 80 81.0 ± 0.0 89.2 ± 0.4 81.0 ± 0.0 81.8 ± 0.2
64 u 35 35 56 64.8 ± 1.2 66.2 ± 8.2 63.0 ± 0.0 63.0 ± 0.0

Table 9: Results of gemat1

name: cage10 rows: 11397 columns: 11397 nonzeros: 150645
P p. dV/P e dV/Pae local LA Mon LA + R Mon + R
2 v 1174 1174 1174 1174.0 ± 0.0 1174.0 ± 0.0 1174.0 ± 0.0 1174.0 ± 0.0
4 v 620 620 767 805.2 ± 21.0 767.0 ± 0.0 767.0 ± 0.0 767.0 ± 0.0

u 687 687 882 882.0 ± 0.0 882.0 ± 0.0 882.0 ± 0.0 882.0 ± 0.0
8 v 447 447 514 533.0 ± 11.4 514.1 ± 0.1 514.0 ± 0.0 514.0 ± 0.0

u 521 521 835 835.0 ± 0.0 835.0 ± 0.0 835.0 ± 0.0 835.0 ± 0.0
16 v 361 361 557 564.4 ± 4.4 557.1 ± 0.1 558.9 ± 0.3 557.0 ± 0.0

u 341 341 490 490.1 ± 0.1 490.1 ± 0.1 490.0 ± 0.0 490.0 ± 0.0
32 v 240 240 354 354.0 ± 0.0 368.2 ± 0.6 354.0 ± 0.0 357.1 ± 0.7

u 234 234 323 332.0 ± 4.0 345.9 ± 1.1 325.7 ± 0.6 329.9 ± 0.3
64 v 158 158 240 240.0 ± 0.0 308.0 ± 0.0 240.0 ± 0.0 248.3 ± 1.6

u 145 145 219 219.0 ± 0.0 232.0 ± 5.0 219.0 ± 0.0 219.0 ± 0.0

Table 10: Results of cage10

Algorithm perfect within 10 %
LA 49 91
Mon 40 66
LA or Mon 63 95
LA + R 73 101
Mon + R 52 98
LA + R or Mon + R 75 102

Table 11: The performance of the local-bound algorithm and the Mondriaan
algorithm with respect to the lower bound (104 tests in total, each test is an
average of 10 runs)

The random shuffling of the columns makes the tests as fair as possible, but
could destroy a possible structure the Mondriaan matrix distribution puts in the
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LA better than Mon: 54
Mon better than LA: 22
LA +R better than Mon + R: 38
Mon +R better than LA + R: 10

Table 12: LA and Mon compared

order of the columns. Tests (not printed here) showed that without shuffling of
the columns, the results differed very little from the ones shown here. So we can
conclude that the order in which Mondriaan puts the columns is quite random,
or the structure of the order has little effect on the results of LA and Mon.

When the individual results are more closely inspected, some matrices are
better suited for LA and others for Mon. For instance with amorph20k and
random20k Mon appears to get better results, and lp cycle, can 1072 and cir-
cuit 1 appear to be better suited for LA. So the results depend significantly on
the chosen set of test matrices. Now, we will try to find some clues as to why
LA and Mon get different results.

3.6 A closer look at the distribution proces

In order to find out why LA and Mon get different results depending on the
matrix, we are going to look a bit deeper into the inner workings of the two
algorithms. We will first see why LA gets worse results on some matrices than
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Figure 1: Distributing the columns of random20k with four processors

Mon. For this, we look at the distributed matrix random20k with P = 4. In
this matrix all columns have at most two processors. Only the columns with
two processors matter for the local lower bound, and these columns can be
visualised as edges between the processors (the vertices), see Figure 1(a). The
number next to an edge connecting p and q is the number of columns with both
p and q in them. As we can see, each edge occurs about the same number
of times. When LA starts to distribute the edges, it first looks at the L(s)
values and chooses processor 0 as the candidate processor. In Figure 1(b),
many edges have been distributed, all to processor 0, enough to have it obtain
its local lower bound. Then processor 1 has the highest L(s), so it is chosen
as the next candidate processor. In Figure 1(c), processor 1 also has obtained

28



its local lower bound. Then processors 2 and 3 alternate and obtain columns.
They alternate because if one obtains a column, the L(s) value of the other will
increase, because there are too few columns left for them both to obtain their
current L(s) values. In Figure 1(d), however, there are still edges left connecting
processor 0 to processor 1, while processors 0 and 1 both do not want to own
anymore edges (i.e. columns) because they already have reached their local lower
bounds. This difficulty occurs because LA chooses the edges with two processors
randomly, thereby neglecting the fact that when processor 1 is getting edges,
all edges connecting processor 1 to 0 should be assigned to processor 1. So
these edges will be left over for phase 2 of the local-bound algorithm and L(0)
and/or L(1) must be increased, thus increasing max(Nsend, Nreceive). We will
refer to this difficulty as the greedy column assignement difficulty. Additionally,
processors 2 and 3 need about 2500 edges each, to obtain their local lower
bound. If we look at Figure 1(c), we see there are only 4349 columns still
available for them both, which is not enough. So L(2) and/or L(3) will be
increased, thereby raising max(Nsend, Nreceive). This difficulty will be called
the column shortage difficulty. These two difficulties are obviously related here.
But tests (not shown here) showed that for other distributed matrices with
P ≥ 8 they occur as well, but are far less obviously related to each other (if at
all) because the complexity is much greater. Therefore I will consider them as
two seperate difficulties.

As the results show, Mon does a much better job on random20k with P =
4: it obtains the local lower bound. When we look at Algorithm 7, we can
see that for each column, the processor with the lowest sum(s) is chosen. So
assuming the order of the columns is random, the difference between the number
of columns assigned to each processor is never great (more than 100 columns,
for instance). This in grave constrast to LA, which assigns columns, first to
processor 0 and then to processor 2, until the local lower bound is reached,
thereby not being able to correct the growing problem 1 during the assignment
of columns to processor 2. So we can consider Mon as assigning the columns
much more gradually to the processors than LA. Since in panel (a) each edge
occurs about the same number of times, the problem can be seen as uniform,
so a ‘uniform approach’, like Mon, in the sense that the columns are assigned
gradually to all processors, will work best. Since problems 1 and 2 are at least
to some extent the consequence of the ‘non-gradualness’ of LA, problems 1 and
2 are less likely to occur with Mon (in fact, they do not occur at all for the
distributed matrix random20k).

Now, let us take a look at lp cycle with P = 4, a distributed matrix with
which LA does obtain the local lower bound. In Figure 2(a), the situation with
all columns unowned is shown. The processor marked with a square has the
highest L(s) value and will get all the edges until the next picture. In panel
(e), all processors have reached their local lower bounds, and only a few edges
are left. As can be seen in panel (a), L(0) = 68, L(1) = 49 and L(2) = 29, so
in panel (e) the remaining edges can be assigned to processors 1 and 2 without
raising L(1) or L(2) above L(0). Thus, the greedy assignment difficulty does
not occur. In Figure 2(c) it is the turn of processor 3 to get columns, but there

29



P

P1

P

P0

3 2

33 17

18 40

63

(a) P

P1

P

P0

3 2

17

18

(b)

29

24

15

P

P1

P

P0

3 2(c)

24

15

5

10

P

P1

P

P0

3 2

24

5

10

(d) P

P1

P

P0

3 2

5

(e)

3

3

Figure 2: Distributing the columns of lp cycle with four processors

are only 15 columns left, while it needs 25 to attain its local lower bound. So
L(3) is increased. But not enough to let L(3) be greater than L(0) = 68. So
the column shortage difficulty does not occur as well.

Now we can argue as to why LA works poorly on random20k with P = 4
and better on lp cycle with P = 4. First, even though LA does not con-
sider which edges are left for phase 2, this may not matter if the L(s) val-
ues differ enough, which can make assigning edges in phase 2 without in-
creasing max(Nsend, Nreceive) possible. Second, when processor p is left
with too few columns to obtain its local lower bound, L(p) is increased. But
if L(p) < L(pmax) and the L(s) values vary enough, this does not increase
max(Nsend, Nreceive). Thus, LA is favoured when the L(s) values vary, prob-
ably the more the better.

There are two reasons why Mon in some cases fails to get a solution near the
lower bound. Firstly, in some cases the pmax processor needs columns with three
or more processors. If in all columns c with k(c) > 2 and in which pmax occurs,
there is a processor q with sum(q)� sum(pmax) then it is possible that proces-
sor pmax will not get any of these columns. So pmax will not get any columns
with k(c) > 2 even though it might need such columns to obtain its local lower
bound, which means its L(pmax) is increased, so that max(Nsend, Nreceive)
is increased as well. Secondly, if there is a processor q which occurs in many
columns c with k(c) > 2 and sum(q) is small compared to the other sum(s)
values, then q will be assigned many of these columns c, until sum(q) is about
equal to the other sum(s) values. Sometimes this raises the L(q) value above
all other L(s) values, thus increasing max(Nsend, Nreceive). Thus, Mon can
fail to obtain the local lower bound because it does not consider the L(s) values
during step 3 of Algorithm 7.
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4 Equal vector distributions for square matrices

In this chapter we will discuss the distribution problem for the case where the
components ui and vi must be assigned to the same processor. So the distri-
butions of u and v will be equal. Of course, this can only be done if m = n,
i.e. the matrix is square. For now, we will assume nothing about the way the
nonzeros of A are distributed. At the end of this chapter we will discuss the
situation when A is symmetrically distributed, i.e. for all i and j: aij and aji

are owned by the same processor.

4.1 The local lower bound algorithm for equal distribu-

tions

The objective is to minimize max(Nsendr, Nreceiver)+max(Nsendc, Nreceivec),
where the subscripts ‘r’ and ‘c’ mean the variables hold for the ‘row’ and ‘col-
umn’ directions respectively. We will again try to minimize this by using the
local-bound heuristic. To make the local-bound algorithm applicable to equal
v and u distributions, it has to be adjusted. Instead of assigning a column to
a processor, row i and column i are assigned as a pair to a processor. We will
call such a pair a rowcolumn. Instead of having one L(s) value, there are Lr(s)
and Lc(s) values for each processor. These two differences pose a number of
problems.

1. We want to find the processor with the highest local bound, but the pro-
cessor with the highest Lr(s) and the processor with the highest Lc(s)
may not be the same processor.

2. We want to find an unowned rowcolumn with the least number of proces-
sors in it. But the number of processors in a rowcolumn is not defined.

3. Processors are much sooner excluded from receiving rowcolumns because
now there are two criteria for excluding a processor: Lsendr = Nsendr(s)
or Lsendc = Nsendc(s).

The first problem could be tackled by using an average local value of the row
and column local values. Tests showed, however, that instead of getting the
best of both worlds we got the worst. Therefore, we choose another solution
for problem 1, namely to choose alternatingly the processor with the highest
Lr(s) and Lc(s). The second problem can be solved by defining the number of
processors in a rowcolumn as kr(c) + kc(c). The last problem could be avoided
by being less stringent and only have a processor excluded when both criteria
are met instead of one. This appeared to give worse results since one of the
two local values was exceeded considerably. Excluding a processor when one
criterium was met gave better results, so we choose not to ‘solve’ problem 3.

For clarity, let us define all variables for the local lower bound algorithm in
both directions:
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• Let âcs = 1 if processor s owns at least one nonzero in row c, and âcs = 0
if processor s owns no nonzeros in row c.

• Let kr(c) ≡
∑P−1

s=0 âcs

• Let Br(s) be the set of rows c with ∀c ∈ Br(s) : kr(c) ≥ 2 ∧ processor s
occurring in c.

• Let B(s) be the set of all rowcolumns c with (kr(c) ≥ 2 ∨ kc(c) ≥ 2) ∧
(processor s occurs in row c ∨ processor s occurs in column c).

• Let C(s) be the set of rowcolumns from B(s) currently owned by processor
s.

• Let C̄(s) be the set of rowcolumns from B(s) currently not owned by
processor s.

• Nsendr(s) ≡
∑

c∈C(s)[(kr(c)− 1) if âcs = 1 or kr(c) if âcs = 0]

• Nreceiver(s) ≡
∑

c∈C̄(s)[ 1 if âcs = 1 or 0 if âcs = 0]

• Nsendr ≡ max0≤s<P Nsendr(s),

• Nreceiver ≡ max0≤s<P Nreceiver(s),

• Lsendr(s) ≡
∑

c∈CLr(s)[(kr(c)− 1) if âcs = 1 or kr(c) if âcs = 0]

• Lreceiver(s) ≡ |Br(s)| − |CLr(s)|

• Lr(s) ≡ max(Lsendr(s), Lreceiver(s))

• Let CLr(s) be the set of rows with which processor s obtains it generalized
local lower bound Lr(s).

The definitions of kc(s), Bc(s), Nsendc(s), Nreceivec(s), Nsendc, Nreceivec,
Lsendc(s), Lreceivec(s), Lc(s) and CLc(s) are obtained by replacing the sub-
script ’r’ by ’c’,‘row’ by ‘column’, and âcs by ãsc in the definitions above.

The algorithm based on the local lower bound for distributing the vectors u
and v equally is shown as Algorithm 8. In step 5 of phase 1, both CLr(p) and
CLc(p) have to be reinitialised, since it is not certain that rowcolumn c actually
is in both sets, because c is chosen from B(p).

4.1.1 Implementation

Like the local lower bound algorithm in one direction, we will use the variables
needed and available in the algorithm for both directions:

• Let Cr(s, k) be the number of rows c ∈ C(s) with kr(c) = k.

• Let C̄r(s, k) be the number of unowned rows c ∈ C̄(s) with kr(c) = k.

• Let neededr(s, k) be the number of rows c ∈ CLr(s) with kr(c) = k.
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Input: A sparse n by n matrix A, whose elements are distributed among P
processors and vectors v and u, both of length n.

Output: Each vector element of v and u is assigned to one of the P processors
such that vi and ui are owned by the same processor, ∀i : 0 ≤ i < n.

phase 1:
1. For each processor s: Initialise CLr(s), CLc(s) and B(s) and let C(s) = ∅.
2. Alternatingly, let x = r and x = c.
3. Choose among the processors with Nsendr(s) > Lsendr(s) and Nsendc(s) > Lsendc(s)

the processor with maximum value Lx(s). Call this processor p.
4. Choose an unowned rowcolumn c ∈ B(p) with minimal kr(c) + kc(c), and insert c

into C(p).
5. For all processors occurring in row c or column c, reinitialise CLr(s) and CLc(s).
6. Repeat steps 2 to 5 until Nsendr(s) = Lsendr(s) or Nsendc(s) = Lsendc(s) for each

processor s.
phase 2:
1. For each unowned rowcolumn c with kr(c) + kc(c) ≥ 1, insert c in C(p), where

p is the processor in c with minimal max(Nsendr(p), Nreceiver(p))
+ max(Nsendc(p), Nreceivec(p)) after assigning c to p.

2. For each unowned rowcolumn c with kr(c) + kc(c) = 0, insert c in C(p), where
p is the processor with minimal |C(p)|.

Algorithm 8: The Local-bound Algorithm for equal distributions (LAuv)

• Let availabler(s, k) ≡ Cr(s, k) + C̄r(s, k).

The definitions of the variables Cc(s, k), C̄c(s, k), neededc(s, k) and availablec(s, k)
are equal to the definitions of the similar row variables after replacing ‘row’ by
‘column’ and subscript ‘r’ by ‘c’. Again Cr(s, k) ≤ neededr(s, k) ≤ avaialbler(s, k)
holds. A similar relation also holds in the column direction.

We will not discuss every detail of the implementation of the local lower
bound algorithm for equal distributions, because it is very much like the al-
gorithm for the single distribution. Only step 5 differs significantly. Step 5 is
divided into two parts: the row and column direction part, which are identical
apart from their direction. Therefore we will only discuss the row direction part.
The row part is shown as Algorithm 9. To get the column part just replace ‘row’
by ‘column’ and the subscripts ‘r’ by ‘c’. Lines 1 to 6 stand for the same code
as the first 5 lines of Algorithm 5. Like Algorithm 5, when the if-statement
of line 3 is true, neededr(p, a) has to be increased by one for some value a,
which is done in lines 11 to 17. These lines have to be executed as well when
the if-statement of line 7 holds, since processor q gets an unanticipated extra
receive, thereby raising Lr(q) (even though only one processor occurs in row c,
this is not the owner of the column, leading to a receive). So it is possible that
by adding a row to CLr(q) (i.e. increasing neededr(q, a) for some value a) we
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1. for each receiving processor q in row c
decrease availabler(q, kr(c)) by one
if availabler(q, kr(c)) < neededr(q, kr(c)) then

decrease neededr(q, kr(c)) by one
5. Lsendr(q)← Lsendr(q)− kr(c) + 1

Lreceiver(q)← Lreceiver(q) + 1
else if kr(c) = 1 then

Lreceiver(q)← Lreceiver(q) + 1

10. if availabler(q, kr(c)) < neededr(q, kr(c)) or kr(c) = 1 then
a← 2
while a ≤ P and availabler(q, a) = neededr(q, a)

a← a + 1
if a ≤ P and max(Lsendr(q) + a− 1, Lreceiver(q)− 1) < Lr(q) then

15. Lsendr(q)← Lsendr(q) + a− 1
Lreceiver(q)← Lreceiver(q)− 1
increase neededr(q, a) by one

flag ← 0
20. if p occurs in row c and kr(c) 6= 1 and Cr(p, kr(c)) > neededr(p, kr(c)) then

Lsendr(p)← Lsendr(p) + kr(c)− 1
Lreceiver(p)← Lreceiver(p)− 1
increase neededr(p, kr(c)) by one
flag ← 1

25. else if p does not occur in row c then
Lsendr(p)← Lsendr(p) + kr(c)

if flag = 1 or p does not occur in row c then
a← P

30. while a > 1 and Lsendr(p) > Lreceiver(p)
while neededr(p, a) > Cr(p, a) and Lsendr(p) > Lreceiver(p)

Lsendr(p)← Lsendr(p)− a + 1
Lreceiver(p)← Lreceiver(p) + 1
decrease neededr(p, a) by one

35. a← a− 1

Algorithm 9: Row part of step 5 of phase 1 of LAuv

lower Lr(q) again. The if-statement of line 7 does not occur in Algorithm 5,
because a processor q could never receive in a column in which only q occurred.
Unfortunately, even though c has the lowest kr(c) + kc(c), this does not mean
that q will send in all rows in which only q occurs.

The if-statement in line 20 checks whether p actually needs row c, because
even though row c has the lowest kr(c)+kc(c), p might not need rowcolumn c to
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obtain its local lower bound. So Cr(p, kr(c)), the number of rows in C(p) with
kr(c) processors in them, could become higher than neededr(p, kr(c)). There-
fore in lines 21 to 23, neededr(p, kr(c)) is increased by one and the Lsendr(p)
and Lreceiver(p) are adjusted accordingly. Since in line 21, Lsendr(p) is in-
creased and in line 22 Lreceiver(p) is decreased, it could be that Lsendr(p) >
Lreceiver(p) and hence p no longer satisfies (ii). In that case a column must be
removed from CLr(p) (i.e. by decreasing neededr(p, a) for some value a). This
is done in lines 30 to 35. The same reasoning holds when p does not occur at
all in row c in line 26, since p gets an unanticipated extra row, which increases
its Lsendr(p) value.

Step 5 takes O(nnz · P ) time. This is due to the fact that with LAuv we do
not know if the rowcolumns are assigned to a processor in order of increasing
kr(c). Let us assume that neededr(s, 2) = availabler(s, 2) and neededr(s, 3) =
availabler(s, 3). Then in LA we would have aprev(s) > 3, so we would not
have to check whether neededr(s, a) < availabler(s, a) for a = 2 and a = 3,
which saves time. In contrast to LA, with LAuv the needed(s, ...) values can
be decreased, see line 35 of Algorithm 9. Let us further assume that Cr(s, 2) <
neededr(s, 2) and Cr(s, 3) = neededr(s, 3) (this is possible since the rowcolumns
do not come in order of kr(c)), then neededr(s, 2) could be decreased which
would result in neededr(s, 2) < availabler(s, 2). So we would have to check
again whether neededr(s, a) < availabler(s, a) for a = 2, which means the
aprev(s) value would have to be lowered again. This makes the aprev(s) values
useless, which is the reason why there are no aprev(s) values in LAuv . Thus,
we have to execute the while loop in line 12 at most P times per cycle of the
for loop in line 1. The for loop is executed at most nnz times, so step 5 is of
order O(nnz · P ).

Now we can see that there is no relation between Lsendr(s) and neededr(s, ...)
or Lreceiver(s) and neededr(s, ...), as was the case for LA. These relations do
not hold since neededr(s, ...) assumes s will only own rows in which s occurs,
which LAuv cannot garantee.

The used variables are given below:

struct column c

• owner(c), ownerindex(c)

• procindex(c)[ ]

• k(c), kr(c), kc(c)

struct processor s

• Nsendr(s),Nreceiver(s),Nsendc(s),Nreceivec(s),Nvector(s)

• Lsendr(s),Lreceiver(s),Lsendc(s),Lreceivec(s)

• B(s)[ ], nB(s), Bcount(s)
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• Cr(s)[ ], Cc(s)[ ], neededr(s)[ ], neededc(s)[ ], availabler(s)[ ], availablec(s)[
]

Let k ≡
∑P−1

s=0 (ãsc ∨ âcs) be the number of different processors in the rowcol-
umn. The procindex(c)[ ] array is of length k(c). Note that Cr(s)[ ] and Cc(s)[
] correspond to Cr(s, k) and Cc(s, k), not C(s).

Running time
Let us first discuss phase 1. Like LA, the initialisation of step 1 takes O(nnz)
time. Step 2 takes O(1) time. Step 3 takes O(nnz + P 2) time, like the corre-
sponding step 2 of LA. Step 4 takes O(nnz), since the lengths of the B(s)[ ]
arrays of all processors together equals at most 2nnz. Step 5 takes O(nnz · P )
time, as discussed above.

The second phase is exactly the same as the second phase of LA, which
means the second phase also takes O(nnz + P log P ) time. Therefore the run-
ning time of the local bound algorithm for equal distributions is O(nnz · P ).

Memory
The procindex(c)[ ] and B(s)[ ] arrays both take O(nnz) memory. The arrays
Cr(s)[ ], Cc(s)[ ], neededr(s)[ ], neededc(s)[ ], availabler(s)[ ] and availablec(s)[
] all take O(P 2) memory, so the memory use is O(nnz + P 2).

4.2 The refinement algorithm for equal distributions

The method of refining for equal vector distributions will be the same as the
method for unequal distributions. When refining both vectors u and v, we also
randomly choose a processor p and a rowcolumn c that p owns. Then, for each
processor q occurring in either column c or row c, the gain is checked if q would
own rowcolumn c instead of p. The decrease in max(Nsendr, Nreceiver) +
max(Nsendc, Nreceivec), however, could cause an increase in V , since a pro-
cessor could occur in row c but not in column c. This means we might have
to increase the communication volume to lower max(Nsendr, Nreceiver) +
max(Nsendc, Nreceivec). So as our first criterium we use max(Nsendr, Nreceiver)+
max(Nsendc, Nreceivec), and V as our second. To make sure V stays within
bounds, the refinement algorithm stores the volume at the beginning of the al-
gorithm in the variable Vbegin , and checks whether V/Vbegin ≤ α, where α > 0
is given by the user. To make sure no columns or processors are checked twice
between column changes, the lmc(s) and P0 variables are used as in Algorithm
6. The refinement algorithm for equal distributions is shown as Algorithms 10
and 11.

The used variables are given below:

struct column c

• owner(c), ownerindex(c)

• procindex(c)[ ], procpresence(c)[ ]
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Input: A sparse n by n matrix A, whose nonzeros are distributed among P processors
and vectors v and u both of length n, whose elements are also distributed among
P processors such that vi and ui are owned by the same processor, ∀i : 0 ≤ i < n.

Output: Each vector element of v and u is assigned to one of the P processors
such that vi and ui are owned by the same processor, ∀i : 0 ≤ i < n.

Vbegin ← V
P0 ← P , ∀p with 0 ≤ p < P : pr[p]← p and lmc[p]← nB(p)
for p← 0 to P0 − 1

if nB(pr[p]) = 0 then
swap values pr[p] and pr[P0 − 1]
P0 ← P0 − 1, p← p− 1

while P0 > 0
choose random integer pindex ∈ {0, P0 − 1}
p← pr[pindex]
choose random integer cindex ∈ {0, lmc(p)− 1}
c← B(p)[cindex]

swap values B(p)[cindex] and B(p)[lmc(p)− 1]
lmc(p)← lmc(p)− 1

bestq ← −1
Nmin ←∞
occurp ← 0
befrp ← max(Nsendr(p), Nreceiver(p))
befcp ← max(Nsendc(p), Nreceivec(p))

if p occurs in row c then
aftrp ← max(Nsendr(p)− kr(c) + 1, Nreceiver(p) + 1)
occurp ← occurp + 1

else
aftrp ← max(Nsendr(p)− kr(c), Nreceiver(p))

if p occurs in column c then
aftcp ← max(Nsendc(p)− kc(c) + 1, Nreceivec(p) + 1)
occurp ← occurp + 1

else
aftcp ← max(Nsendc(p)− kc(c), Nreceivec(p))

Algorithm 10: Refinement for equal distributions (Ruv), first part

• k(c), kr(c), kc(c)

struct processor s
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δVmin ← 3
for each processor q in row c or column c

bef rq ← max(Nsendr(q), Nreceiver(q))
bef cq ← max(Nsendc(q), Nreceivec(q))
occurq ← 0

if q occurs in row c then
aftrq ← max(Nsendr(q) + kr(c)− 1, Nreceiver(q)− 1)
occurq ← occurq + 1

else
aftrq ← max(Nsendr(q) + kr(c), Nreceiver(q))

if q occurs in column c then
aftcq ← max(Nsendc(q) + kc(c)− 1, Nreceivec(q)− 1)
occurq ← occurq + 1

else
aftcq ← max(Nsendc(q) + kc(c), Nreceivec(q))

if (max(aftrp, aftrq) < max(bef rp, bef rq) or max(aftcp, aftcq) < max(bef cp, bef cq))
and ¬(max(aftrp, aftrq) > max(bef rp, bef rq) or max(aftcp, aftcq) > max(bef cp, bef cq))

δV ← occurp − occurq

N ← max(aftrp, aftrq) + max(aftcp, aftcq)−max(bef rp, bef rq)−max(bef cp, bef cq)
if N < Nmin or (N = Nmin and δV < δVmin) then

bestq ← q
δVmin ← δV
Nmin ← N

if bestq 6= −1 and ((V + δVmin)/Vbegin ≤ α or δVmin ≤ 0) then
remove rowcolumn c from C(p)
add rowcolumn c to C(bestq)
V ← V + δVmin

P0 ← P
for s← 0 to P0 − 1

lmc(pr[s])← nB(pr[s])
if nB(pr[s]) = 0 then

swap values pr[s] and pr[P0 − 1]
P0 ← P0 − 1, s← s− 1

else
if lmc(p) = 0 then

swap values pr[pindex] and pr[P0 − 1]
P0 ← P0 − 1

Algorithm 11: Refinement for equal distributions (Ruv), second and last part
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• Nsendr(s),Nreceiver(s),Nsendc(s),Nreceivec(s)

• C(s)[ ], Nvector(s)

• lmc(s)

The variable procpresence(c)[ ] stands for the following: If procpresence(c)[i] =
1, processor procindex(c)[i] occurs only in row c. If procpresence(c)[i] = 2,
procindex(c)[i] occurs only in column c and if procpresence(c)[i] = 3, procindex(c)[i]
occurs in both row and column c. The variable C(s)[ ] corresponds to C(s).

Running time
Since Ruv is very similar to R, we can deduce for Ruv the exact same running
time O((r + 1)(nnz + P )), with r ≥ 0 the number of column owner changes.

Memory
The procindex(c)[ ] arrays of all processors together use O(nnz) memory. The
same for procpresence(c)[ ]. All arrays C(s) of the processors together take
O(nnz+n) memory, because at most n rowcolumns can be owned by a processor
which does not occur in these rowcolumns before refinement starts.

4.3 The equal vector distribution algorithm of Mondriaan

Again, we will compare the local-bound algorithm LAuv with the equal vec-
tor distribution algorithm of Mondriaan, called Monuv. Monuv is already de-
scribed in [1], but it will be briefly discussed here. Monuv tries to minimize
max(Nsendr, Nreceiver) + max(Nsends, Nreceives) and, like Mon, uses the
sum(s) value to do so. This time sum(s) is defined as sum(s) ≡ Nsendr(s) +
Nreceiver(s) + Nsendc(s) + Nreceivec(s), the sum of the sends and receives
in both directions. Monuv also uses the intersection of the set of processors in
row j and the set of processors in column j, i.e., the processors which occur
in both row j and column j. Let us define this intersection as UV (j). Monuv

is presented as Algorithm 12. Note that from step 4 on, the assigned columns
have UV (c) = 0. Note that in steps 2 and 3, the columns are assigned to a
processor occurring in the intersection to make sure the total communication
volume does not increase. In the case of |UV (c)| = 0, we must assign c to a
processor which either does not occur in row c or column c, thereby increasing
the volume by one. So with Monuv we get a minimal communication volume
for the distributed square matrix A.

4.4 Results

To test the algorithms described above, ten square test matrices have been
distributed by Mondriaan, with a maximal allowed load imbalance of 3 percent.
For each matrix, distributed among P processors, the v and u vectors have
been distributed ten times by each algorithm. The results are shown in Tables
13 to 22. The u + v value stands for the value of max(Nsendr, Nreceiver) +
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Input: A sparse n by n matrix A, whose elements are distributed among P
processors, and vectors u and v, both of length n.

Output: Each vector element of u and v is assigned to one of the P processors,
and ui is owned by processor p, if and only if vi is owned by processor p.

1. for each processor s
sum(s)← |Br(s)|+ |Bc(s)|

2. for each column c with |UV (c)| = 1
Assign c to processor p, with p ∈ UV (c)

3. for each column c with |UV (c)| > 1
Assign c to processor p, with p ∈ UV (c) and sum(p) minimal

4. for each column c with kr(c) = 0 xor kc(c) = 0
Assign c to processor p, with p in row c or column c and sum(p) minimal

5. for each column c with kr(c) > 0 and kc(c) > 0
Assign c to processor p, with p in row c or column c and sum(p) minimal.

6. for each column c with kr(c) = 0 and kc(c) = 0
Assign c to processor p, with |C(p)| minimal.

Algorithm 12: The equal vector distributin algorithm (Monuv) of Mondriaan

max(Nsendc, Nreceivec), and V for the total communication volumes in the
row and column directions added together. Again, the averages and variances
of ten runs are printed. The value bound is alternately equal to the lower bound
of u+v and V . In case of u+v, it is equal to localr + localc. LAuv stands for the
local-bound algorithm adjusted to distribute the rows and columns equally, Ruv

for refinement for equal distributions with α = 1.1 and Monuv for the algorithm
Mondriaan [1, 2] uses for equal vector distributions.

In Table 23, one aspect of all results is summarized for an overview. This
aspect is called ‘% u+v decrease≥% V increase’, which shows in how many tests
((u+ v)alg2− (u+ v)alg1)/(u+ v)alg2 is greater or equal to (Valg1−Valg2)/Valg2,
where alg1 and alg2 are the algorithms printed in the first two columns of Table
23. This measure tells us how often alg1 improves more upon the u + v value
of alg2 than it worsens the V value. This measure is useful since we have to
optimize two aspects of a solution which are mostly conflicting.

In Table 24, the average percentage is calculated which the results differ
from the u + v bound.
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name: cage10 rows: 11397 columns: 11397 nonzeros: 150645
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 1167 1648 ± 1.3E0 1189 ± 0.0 1648 ± 0.0E0 1189 ± 0.0E0
V 2334 3274 ± 5.2E0 2334 ± 0.0 3274 ± 5.2E0 2334 ± 0.0E0

4 u + v 1446 2899 ± 11E4 1470 ± 0.0 1999 ± 35E2 1466 ± 0.4E0
V 5035 7381 ± 55E2 5035 ± 0.0 7166 ± 27E3 5039 ± 0.4E0

8 u + v 1332 2480 ± 0.0E0 1471 ± 0.0 1619 ± 62E0 1443 ± 3.0E0
V 7963 11275 ± 30E1 7963 ± 0.0 10612 ± 19E2 10612 ± 19E2

16 u + v 937 1610 ± 19E2 1147 ± 0.0 1168 ± 35E1 1078 ± 21E0
V 11218 15388 ± 92E1 11218 ± 0.0 14616 ± 71E2 11450 ± 15E1

32 u + v 661 1163 ± 0.0E0 823 ± 0.0 806 ± 18E0 792 ± 3.0E0
V 14890 20371 ± 13E2 14890 ± 0.0 18888 ± 24E2 15393 ± 49E1

64 u + v 467 703 ± 62E1 619 ± 0.0 566 ± 4.1E0 566 ± 8.1E0
V 19330 25643 ± 11E2 19330 ± 0.0 24008 ± 23E2 19883 ± 15E2

Table 13: Results of cage10

name: amorph20k rows: 20000 columns: 20000 nonzeros: 100000
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 851 996 ± 3.0E0 852 ± 0.0 996 ± 3.0E0 852 ± 0.0E0
V 1701 1990 ± 12E0 1701 ± 0.0 1990 ± 12E0 1701 ± 0.0E0

4 u + v 842 2447 ± 21E1 861 ± 0.0 1263 ± 12E1 861 ± 0.0E0
V 3368 4729 ± 21E0 3368 ± 0.0 4577 ± 72E1 3368 ± 0.0E0

8 u + v 826 1634 ± 51E1 857 ± 0.0 1027 ± 28E0 856 ± 0.0E0
V 5057 7339 ± 81E1 5057 ± 0.0 7054 ± 29E2 5061 ± 4.7E0

16 u + v 525 1122 ± 29E1 543 ± 0.0 660 ± 19E0 543 ± 0.0E0
V 6566 9588 ± 10E2 6566 ± 0.0 9183 ± 22E2 6587 ± 17E0

32 u + v 374 715 ± 0.4E0 385 ± 0.0 418 ± 27E0 383 ± 0.5E0
V 8082 11729 ± 13E2 8082 ± 0.0 10692 ± 16E3 8153 ± 31E0

64 u + v 256 450 ± 29E0 273 ± 0.0 285 ± 8.5E0 270 ± 0.4E0
V 10169 14708 ± 15E2 10169 ± 0.0 13529 ± 89E2 10296 ± 86E0

Table 14: Results of amorph20k

4.5 Conclusions

We have distributed the vectors u and v equally for matrices distributed by
Mondriaan [1, 2] with the algorithm LAuv based on the local lower bound. We
compare the results of LAuv with those of Mondriaan (Monuv), with or without
the refinement algorithm Ruv.

Table 23 shows that LAuv can not make many improvements upon Monuv .
Only together with Ruv does LAuv make a useful contribution to minimizing
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name: bcsstk13 rows: 2003 columns: 2003 nonzeros: 83883
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 216 247 ± 0.2E0 221 ± 0.0 246 ± 0.2E0 221 ± 0.0E0
V 432 488 ± 0.6E0 432 ± 0.0 487 ± 0.6E0 432 ± 0.0E0

4 u + v 317 582 ± 16E1 318 ± 0.0 439 ± 24E0 318 ± 0.0E0
V 1039 1535 ± 55E0 1039 ± 0.0 1448 ± 21E1 1039 ± 0.0E0

8 u + v 398 551 ± 79E1 488 ± 0.0 441 ± 63E0 443 ± 9.5E0
V 1863 2624 ± 47E1 1863 ± 0.0 2483 ± 88E1 1906 ± 51E0

16 u + v 234 370 ± 27E1 311 ± 0.0 292 ± 11E0 289 ± 1.0E0
V 2725 3711 ± 22E1 2725 ± 0.0 3472 ± 50E1 2769 ± 8.3E0

32 u + v 217 314 ± 3.0E0 280 ± 0.0 241 ± 4.9E0 257 ± 2.7E0
V 4623 5897 ± 14E1 4623 ± 0.0 5592 ± 28E1 4834 ± 73E1

64 u + v 190 261 ± 18E0 259 ± 0.0 229 ± 4.0E0 226 ± 1.4E0
V 7350 8819 ± 30E0 7350 ± 0.0 8570 ± 14E1 7661 ± 12E1

Table 15: Results of bcsstk13

name: can 1072 rows: 1072 columns: 1072 nonzeros: 12444
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 51 65 ± 1.0E0 59 ± 0.0 65 ± 1.0E0 59 ± 0.0E0
V 101 121 ± 4.0E0 101 ± 0.0 121 ± 4.0E0 101 ± 0.0E0

4 u + v 94 148 ± 29E0 103 ± 0.0 131 ± 19E0 101 ± 0.2E0
V 280 410 ± 12E1 280 ± 0.0 396 ± 14E1 286 ± 0.3E0

8 u + v 104 181 ± 11E1 110 ± 0.0 142 ± 15E0 110 ± 0.0E0
V 621 916 ± 48E0 621 ± 0.0 866 ± 25E1 634 ± 1.4E0

16 u + v 100 163 ± 52E0 111 ± 0.0 130 ± 2.4E0 108 ± 0.3E0
V 1004 1414 ± 11E1 1004 ± 0.0 1326 ± 15E1 1026 ± 3.4E0

32 u + v 89 132 ± 4.0E0 115 ± 0.0 113 ± 4.5E0 109 ± 1.5E0
V 1708 2306 ± 17E1 1708 ± 0.0 2159 ± 41E1 1771 ± 63E0

64 u + v 84 112 ± 7.2E0 102 ± 0.0 101 ± 1.6E0 97 ± 1.6E0
V 3307 4141 ± 91E0 3307 ± 0.0 3967 ± 31E1 3429 ± 49E0

Table 16: Results of can 1072

u+ v compared to Monuv, but not without raising V more than lowering u+ v.
The same holds for LAuv + Ruv compared to Monuv + Ruv . Only Monuv + Ruv

improves upon u+v of Monuv without raising V more than lowering u+v. This
is especially the case for the matrices cage10, circuit 1, mbeacxc and orani678
for P = 32 and P = 64. Apparently, Mondriaan’s heuristic for distributing the
vector components sometimes sacrifices a significant part of u + v in order to
obtain a minimal V .

The fact that Monuv leaves some room for improvement for P = 32 and
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name: circuit 1 rows: 2624 columns: 2624 nonzeros: 35823
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 940 1812 ± 0.0E0 1787 ± 0.0 1811 ± 0.0E0 1787 ± 0.0E0
V 1879 2775 ± 0.0E0 1879 ± 0.0 2774 ± 19E2 1879 ± 0.0E0

4 u + v 1037 2006 ± 0.6E0 1982 ± 0.0 1984 ± 1.5E0 1982 ± 0.0E0
V 2480 3081 ± 62E0 2480 ± 0.0 3033 ± 22E1 2505 ± 1.0E0

8 u + v 815 1664 ± 61E0 1584 ± 0.0 1495 ± 89E1 1581 ± 0.0E0
V 3096 3950 ± 11E2 3096 ± 0.0 3863 ± 56E0 3114 ± 1.6E0

16 u + v 398 752 ± 53E0 769 ± 0.0 698 ± 15E0 768 ± 0.2E0
V 4029 5250 ± 11E2 4029 ± 0.0 5139 ± 18E2 4061 ± 9.7E0

32 u + v 204 358 ± 1.3E0 412 ± 0.0 336 ± 8.5E0 378 ± 0.8E0
V 4327 5241 ± 12E1 4327 ± 0.0 5188 ± 16E1 4670 ± 71E0

64 u + v 201 287 ± 30E0 532 ± 0.0 236 ± 39E0 285 ± 14E1
V 6808 8470 ± 19E1 6808 ± 0.0 8254 ± 58E1 7488 ± 0.4E0

Table 17: Results of circuit 1

name: g64 rows: 7000 columns: 7000 nonzeros: 82918
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 2645 3427 ± 15E0 3280 ± 0.0 3427 ± 15E0 3280 ± 0.0E0
V 5290 6218 ± 58E0 5290 ± 0.0 6218 ± 58E0 5290 ± 0.0E0

4 u + v 2842 5042 ± 0.0E0 3303 ± 0.0 3548 ± 15E1 3282 ± 0.2E0
V 10134 13699 ± 16E2 10134 ± 0.0 12680 ± 14E2 10157 ± 1.0E0

8 u + v 2198 3800 ± 56E1 2642 ± 0.0 2542 ± 12E1 2544 ± 12E0
V 15494 19883 ± 77E1 15494 ± 0.0 18210 ± 28E2 15766 ± 82E0

16 u + v 1597 2135 ± 17E2 1901 ± 0.0 1805 ± 58E0 1837 ± 16E0
V 20808 25642 ± 89E1 20808 ± 0.0 24119 ± 16E2 21292 ± 17E2

32 u + v 1053 1368 ± 30E0 1262 ± 0.0 1212 ± 25E0 1225 ± 6.9E0
V 25785 30996 ± 85E1 25785 ± 0.0 29391 ± 27E2 26580 ± 40E2

64 u + v 639 791 ± 29E0 771 ± 0.0 725 ± 18E0 729 ± 9.3E0
V 30176 35538 ± 30E1 30176 ± 0.0 33994 ± 15E2 31522 ± 62E2

Table 18: Results of g64

P = 64 is also shown in Table 24. Especially for 32 and 64 processors, Monuv

+ Ruv and LAuv + Ruv beat Monuv. Only Monuv + Ruv , however, can do this
with a moderate increase of V .

The individual results show that whereas Ruv was allowed to increase V by
ten percent with respect to the V value of Monuv, only in a few cases did Monuv

+ Ruv actually reach that limit. This means that increasing α will not increase
V or decrease u + v any further.

What is interesting (but not shown here) is that when phase 1 of LAuv was
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name: mbeacxc rows: 496 columns: 496 nonzeros: 49920
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 173 198 ± 0.0E0 191 ± 0.0 189 ± 0.0E0 189 ± 0.0E0
V 346 363 ± 0.0E0 346 ± 0.0 355 ± 0.0E0 346 ± 0.0E0

4 u + v 227 323 ± 35E0 247 ± 0.0 313 ± 17E0 247 ± 0.3E0
V 830 1117 ± 87E0 830 ± 0.0 1105 ± 73E0 846 ± 4.8E0

8 u + v 194 272 ± 35E0 248 ± 0.0 254 ± 4.8E0 225 ± 1.4E0
V 1412 1747 ± 15E0 1412 ± 0.0 1725 ± 50E0 1441 ± 0.0E0

16 u + v 211 295 ± 2.8E0 258 ± 0.0 260 ± 9.3E0 253 ± 1.0E0
V 2390 2764 ± 31E0 2390 ± 0.0 2705 ± 13E1 2437 ± 13E0

32 u + v 129 164 ± 1.9E0 207 ± 1.4 147 ± 3.4E0 155 ± 5.2E0
V 3490 3876 ± 17E0 3490 ± 0.0 3850 ± 46E0 3592 ± 18E1

64 u + v 123 155 ± 2.2E0 186 ± 4.3 134 ± 0.3E0 133 ± 0.4E0
V 5530 5931 ± 28E0 5530 ± 0.0 5897 ± 78E0 5659 ± 94E0

Table 19: Results of mbeacxc

name: memplus rows: 17758 columns: 17758 nonzeros: 126150
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 1380 2129 ± 0.8E0 2116 ± 0.0 2116 ± 0.0E0 2116 ± 0.0E0
V 2759 2785 ± 3.2E0 2759 ± 0.0 2773 ± 0.8E0 2759 ± 0.0E0

4 u + v 1966 3178 ± 22E0 2985 ± 0.0 3097 ± 14E0 2985 ± 0.0E0
V 5009 7328 ± 55E1 5009 ± 0.0 7211 ± 93E1 5339 ± 16E1

8 u + v 1540 2536 ± 64E1 2287 ± 0.0 1940 ± 86E1 2220 ± 3.0E0
V 7341 9853 ± 36E1 7341 ± 0.0 9413 ± 17E3 7841 ± 32E0

16 u + v 1172 1960 ± 14E1 1589 ± 0.0 1487 ± 88E0 1514 ± 32E0
V 10240 13651 ± 76E1 10240 ± 0.0 13102 ± 11E2 10774 ± 11E1

32 u + v 787 1354 ± 50E0 1318 ± 0.0 1172 ± 23E0 1260 ± 19E1
V 11839 15707 ± 49E1 11839 ± 0.0 15144 ± 22E2 12253 ± 60E0

64 u + v 408 659 ± 47E0 681 ± 0.0 584 ± 34E0 646 ± 4.9E0
V 14638 19262 ± 79E1 14638 ± 0.0 18654 ± 24E2 15256 ± 46E1

Table 20: Results of memplus

finished about 50 percent of the columns c with k(c) ≥ 2 was distributed in
comparison to 90 percent or more in the unequal v and u distributions case.
This is because the processors have to meet two criteria instead of just one:
Lsendr(s) > Nsendr(s) and Lsendc(s) > Nsendc(s). So the probability that
one criterium is violated before the other Nsend(s) has reached Lsend(s), thus
leaving some columns unowned, is significant. This means that the influence
of the local-based heuristic on the equal distributions of u and v is limited
and the result depends to a much greater extent on the greedy second phase.
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name: orani678 rows: 2529 columns: 2529 nonzeros: 90158
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 468 674 ± 0.9E0 628 ± 0.0 674 ± 0.9E0 559 ± 0.0E0
V 1013 1330 ± 3.6E0 1013 ± 0.0 1330 ± 3.6E0 1074 ± 7.8E0

4 u + v 636 1078 ± 41E1 799 ± 0.0 812 ± 97E0 793 ± 1.3E0
V 2029 2774 ± 23E1 2029 ± 0.0 2582 ± 83E1 2074 ± 2.3E0

8 u + v 569 1090 ± 32E2 853 ± 5.7 770 ± 11E1 752 ± 14E0
V 3204 4133 ± 59E1 3204 ± 0.0 3899 ± 28E2 3305 ± 28E0

16 u + v 499 970 ± 23E0 872 ± 0.0 812 ± 23E0 838 ± 10E0
V 4787 5923 ± 70E0 4787 ± 0.0 5733 ± 34E1 4960 ± 58E0

32 u + v 395 593 ± 5.8E0 724 ± 0.0 591 ± 5.7E0 581 ± 0.6E0
V 7023 8265 ± 40E0 7023 ± 0.0 8200 ± 11E1 7280 ± 11E1

64 u + v 303 516 ± 3.2E0 664 ± 0.0 479 ± 9.2E0 529 ± 90E0
V 9839 11048 ± 63E0 9839 ± 0.0 10901 ± 14E1 10288 ± 13E1

Table 21: Results of orani678

name: random1k rows: 1000 columns: 1000 nonzeros: 9779
P phase bound LAuv Monuv LAuv + Ruv Monuv + Ruv

2 u + v 420 515 ± 4.8E0 448 ± 0.0 514 ± 3.7E0 447 ± 0.0E0
V 840 1002 ± 17E0 840 ± 0.0 1001 ± 15E0 841 ± 0.0E0

4 u + v 423 837 ± 15E1 437 ± 0.0 554 ± 75E0 437 ± 0.0E0
V 1645 2253 ± 21E1 1645 ± 0.0 2164 ± 78E1 1645 ± 0.0E0

8 u + v 419 662 ± 16E0 475 ± 0.0 481 ± 5.2E0 469 ± 0.4E0
V 2719 3417 ± 15E1 2719 ± 0.0 3208 ± 58E1 2738 ± 9.0E0

16 u + v 230 350 ± 52E0 275 ± 0.0 288 ± 13E0 251 ± 0.5E0
V 3695 4422 ± 35E0 3695 ± 0.0 4359 ± 11E1 3762 ± 77E0

32 u + v 185 239 ± 4.4E0 226 ± 0.0 210 ± 2.8E0 215 ± 3.6E0
V 4803 5561 ± 88E0 4803 ± 0.0 5380 ± 17E1 4932 ± 23E1

64 u + v 109 131 ± 1.4E0 145 ± 0.0 124 ± 0.9E0 122 ± 0.8E0
V 5920 6675 ± 52E0 5920 ± 0.0 6610 ± 22E1 6069 ± 14E1

Table 22: Results of random1k

This explains why the local lower bound cannot be reached as closely as in the
unequal vector distributions case, and the poor results of LAuv compared to
the other algorithms. LAuv ’s poor results could be expected because of the
cumbersome step 5 with its many exceptions.

Thus, only Ruv can make a useful contribution to distributing vectors u and
v equally. Especially when P equals 32 or 64.
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alg1 alg2 (u + v)alg1 < (u + v)alg2 % u + v decr. ≥ % V incr.
LAuv Monuv 9 5
LAuv + Ruv Monuv + Ruv 18 3
Monuv + Ruv Monuv 45 30
LAuv + Ruv Monuv 29 6

Table 23: The performances of two algorithms compared (60 tests in total)

P Monuv LAuv + Ruv Monuv + Ruv

2 23.8 35.0 22.2
4 21.1 38.8 20.7
8 30.0 30.0 24.3
16 33.4 33.2 28.4
32 44.0 27.9 30.6
64 54.8 22.7 27.0

Table 24: The performances compared to the u + v bound in percentages

4.6 Equal vector distributions with symmetrically distributed

matrices

As said before, the local-based heuristic does not give significantly better results
than Mondriaan when used on square matrices and equally distributed vectors
v and u. But when matrix A is symmetrically distributed (i.e. if processor s
owns aij it also owns aji) all the problems of the non-symmetrically distributed
case are avoided. This is because ãsc = âcs for all s and c, so kr(c) = kc(c)
for all c and Br(s) = Bc(s) for all processors. This means that when assigning
rowcolumn c to a processor s, Lr(s) = Lc(s), at all times. The algorithm
can actually be the same as LA for the unequal distributions case, since after
distributing one vector, the distribution of the other vector can be simply made
the same. The results are equal to the results of the unequal vector distribution
case, and hence will not be repeated.
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5 Unequal vector distributions for matrices with

two processors per column

We will now consider distributing the vector v for a special matrix distribution
(u is ignored again for simplicity). In this chapter, the nonzeros in a column of
matrix A will be owned by at most 2 different processors, i.e. 0 ≤ k(c) ≤ 2 for
all columns c of A. We will derive an algorithm, named KC2, which can obtain
the local lower bound of this problem in O(n + P 2) time.

• Let bpq be the number of columns c with processor p in c and processor q
in c for p 6= q, and bpq ≡ 0 for p = q.

Note that the following relations hold:
∑P−1

q=0 bpq = |B(p)|, bpq = bqp, and

local(p) = d 12 |B(p)|e when k(c) = 2 for all columns c in B(p).

Lemma 5.1:
Let bpq be even for all p and q. If every processor p owns half the number of
columns bpq it shares with q for all q, then all processors will attain their local
lower bound.

Proof:
For all bpq, let p own 1

2bpq and let q own the other half. Then for each processor

p: Nsend(p) = Nreceive(p) =
∑P−1

q=0
1
2bpq = 1

2

∑P−1
q=0 bpq = 1

2 |B(p)|. So all
processors attain their local lower bound. �

In the general case, when there can be some odd bpq, however, things become
more complicated since these bpq cannot be evenly split. The algorithm which
distributes the vector for the general case is divided into two parts. The first
part lets each processor p and q own b 12bpqc columns for all bpq . The second
part looks at how to distribute the remaining columns. To describe this second
part let us define the following:

• Let b′pq ≡ bpq − 2b 12bpqc, be the number of unowned columns after the
assignments of the first part.

• Let |B2(p)| ≡
∑P−1

q=0 b′pq .

• Let |B1(p)| ≡ |B(p)| − |B2(p)|.

So if bpq is even, b′pq is zero, and if bpq is odd, b′pq is one. Note that |B1(s)|
is even by definition.

Lemma 5.2:
If processor s owns 1

2 |B1(s)| + b
1
2 |B2(s)|c or 1

2 |B1(s)| + d
1
2 |B2(s)|e columns, it

attains its local lower bound local(s).
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Proof:
If |B2(s)| is even: local(s) = 1

2 |B(s)| = 1
2 |B1(s)| +

1
2 |B2(s)| = 1

2 |B1(s)| +
d 12 |B2(s)|e. If |B2(s)| is odd: local(s) = d 12 |B(s)|e = 1

2 |B1(s)|+ d
1
2 |B2(s)|e. So

in both cases: local(s) = 1
2 |B1(s)|+ d

1
2 |B2(s)|e.

If s owns 1
2 |B1(s)|+b

1
2 |B2(s)|c columns then Nsend(s) = 1

2 |B1(s)|+b
1
2 |B2(s)|c

and Nreceive(s) = 1
2 |B1(s)| + d

1
2 |B2(s)|e. If s owns 1

2 |B1(s)| + d
1
2 |B2(s)|e

columns then Nsend(s) = 1
2 |B1(s)|+ d

1
2 |B2(s)|e and Nreceive(s) = 1

2 |B1(s)|+
b 12 |B2(s)|c. In both cases max(Nsend(s), Nreceive(s)) = local(s). �

Note that processor s attains its local lower bound if |B2(s)| is even and
Nsend(s)−Nreceive(s) = 0 or if |B2(s)| is odd and |Nsend(s)−Nreceive(s)| =
1.

We can store the elements b′pq in a P times P matrix B′, which could rep-
resent an undirected graph of P vertices and an edge between vertices p and
q if b′pq = 1 (i.e. the edges represent the unowned columns). B′ is in fact the
symmetric adjacency matrix of the graph. The algorithm of the second part pre-
sented as Algorithm 13 distributes the remaining unowned columns such that
each processor obtains its local lower bound.

while edges left
if there is a vertex p with d(p) odd

choose random odd-degree vertex p
else

choose random vertex p, with d(p) > 0
while d(p) > 0

choose randomly an unowned edge e connecting p with q and let p own e
delete edge e
p← q

Algorithm 13: Algorithm of the second part of KC2

Let d(p) ≡
∑P−1

q=0 b′pq, the degree of vertex p (i.e. the number of unowned
edges connecting p to other vertices). The general idea of the algorithm of the
second part is to ‘walk’ from one vertex to another along unowned edges. First,
we check whether there are vertices of odd-degree, if so we choose one. We
randomly choose an unowned edge connecting p to some other vertex q and let
p own this edge. This means Nsend(p) and Nreceive(q) are both increased by
one and the edge connecting p to q is removed. Now we will do the same for
vertex q. This way we create a path from p to q and from q to some other
vertex. This path ends when a vertex which the path reaches does not have
any unowned edges left, i.e. its degree equals zero. We then start a new path.
If there are no more vertices left with an odd number of unowned edges, we
randomly choose a vertex p with d(p) > 0 as starting vertex of a new path (d(p)
will be even). This is done until all edges are owned by a vertex.

48



An example is shown in Figure 3. All edges in (a) must be distributed
among the vertices. In panels (b)-(d), some edges are represented by arrows,
which together represent a path. For example, in (b) the path starts in vertex
4 and ends in vertex 8. Since there are vertices of odd-degree in (b) and (c),
the path starts at a vertex of odd-degree. In (d), only even-degree vertices still
have edges, so the algorithm randomly chooses one of them as starting vertex.
An edge that is part of a path is removed in the next picture since the edge
is assigned to the vertex from which the arrow points away. The path in the
fourth picture is a cycle which starts and ends in the same vertex and cycles
just once.

1 2 3

7

6
5

4

8 (a)

1 2 3

7

6
5

4

8 (b)

1 2 3

7

6
5

4

8 (c)

1 2 3

7

6
5

4

8 (d)

Figure 3: Assigning unowned edges.

The used variables are given below:

• B′[ ]

struct column c

• owner(c), k(c)

• procindex0(c), procindex1(c)

• index0(c), index1(c)

struct processor s
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• Nvector(s)

• edgeindex(s)[ ]

• Nedges(s)

The variables procindex0(c) and procindex1(c) store the indices of the pro-
cessors occurring in column c. If k(c) = 1 then procindex1(c) = −1, and if
k(c) = 0 then procindex0(c) = procindex1(c) = −1. The variable index0(c) = k
means edgeindex(procindex0(c))[k] = c, with 0 ≤ k < Nedges(procindex0(c)).
Idem for index1(c). The variable Nedges(s) stores the number of edges which
connect processor s to other processors in the second part of KC2, i.e., the de-
gree of s. The array edgeindex(s)[ ] stores the indices of the edges which connect
processor s to other processors in the second part of KC2, so edgeindex(s)[ ] is
of length Nedges(s). Note that Nedges(s) < P . The array B ′[ ] represents the
B′ matrix of the second part of KC2.

Running time
The initialisation of the n columns and the processor variables takes O(n) time.
The first part of KC2 also takes O(n) time. The second part of KC2 takes
O(P 2) time, since the B′ matrix has at most P times P ones and each cycle of
the inner while-loop in Algorithm 13 replaces a one with a zero. When B ′ has
only zeros, the second part of KC2 is executed, and all remaining columns with
k(c) = 2 are distributed. Distributing the columns with k(c) = 1 uses O(n)
time and the columns with k(c) = 0 takes O(n + P log P ) time, as has been
discussed in Chapter 3. Thus, KC2 takes O(n + P 2) running time.

Memory
All the edgeindex(s)[ ] arrays together use O(P 2) memory, since edgeindex(s)[
] is only used in KC2’s second part. The B′[ ] array uses O(P 2) memory as
well. All the column variables together use O(n) memory, so the memory use is
of KC2 is of order O(n + P 2).

We will now prove that KC2 lets all processors obtain their local lower
bounds.

Lemma 5.3:
If a path starts at vertex s and there is a vertex p with p 6= s and d(p) even
before the path has started, then d(p) remains even after the path has finished
and the path cannot finish in p.

Proof:
Let d(p) = 2a before the path has started, with a > 0. If the path arrives at
p: d(p) is decreased by one ⇒ d(p) = 2a − 1 > 0, so there is still an edge left
for the path to continue its course, so the path cannot finish in p. After the
path has left p: d(p) is again decreased by one⇒ d(p) = 2(a−1), which is even.�
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Lemma 5.4:
If a vertex p, with d(p) odd before the path has started, is not the starting
vertex of the path, then d(p) is odd or zero after the path has finished.

Proof:
If the path reaches p there are two cases: There is an unowned edge left for the
path to leave p, or there is not. In the first case d(p) is lowered by two (one for
reaching p and one for leaving p) keeping d(p) odd. In the second case d(p) = 1
before the path has reached p, and d(p) = 0 after the path reaches p and the
path ends. �

Lemma 5.5:
If a path starts in vertex s with d(s) odd, then d(s) will be even and remain
even after the path has left s, and the path cannot end in s.

Proof:
Let d(s) = 2n + 1. The path leaves s⇒ d(s) = 2n, and reaches another vertex
p. See Lemma 5.3 with p as the starting vertex of this path. �

Lemma 5.6:
If a path starts in vertex s with d(s) odd before the path has left s, then only a
vertex p, with d(p) odd before the path has left s and p 6= s, can end the path.

Proof:
According to Lemma 5.3 a vertex p with d(p) even before the path has left s
cannot end a path, neither can s itself according to Lemma 5.5. Since there are
a finite number of edges the path has to end, so only a vertex p 6= s with d(p)
odd before the path has left s can end the path. �

Lemma 5.7:
If a path starts in vertex s with d(s) even before the path has left s, then the
path can only end in s, with d(s) = 0 after the path has ended.

Proof:
If d(s) is even, then all d(p) are even before the path has left s, since the algo-
rithm only chooses an ‘even starting vertex’ if all d(p) are even. According to
Lemma 5.3, the path cannot end in any p 6= s since d(p) is even when the path
reaches p. This is not the case for s, since d(s) is odd after the path has left s.
Since there are a finite number of edges, the path has to end, so this has to be
at s. �

Note that after the first part and before the second Nsend(p) = Nreceive(p)
holds for all p. The following 5 situations can occur for a vertex during a walk
along a path starting at vertex s:

1. If d(p) is even, with p 6= s, and Nsend′(p)−Nreceive′(p) = c before the
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beginning of the path, then Nsend′(p) −Nreceive′(p) = c after the end
of the path. See Lemma 5.3.

2. If d(p) is odd, with p 6= s, and Nsend(p) − Nreceive(p) = c before the
beginning of the path and d(p) > 0 after the path has finished, then
Nsend(p)−Nreceive(p) = c after the path has finished. See Lemma 5.4.

3. If d(p) is odd, with p 6= s, and Nsend(p) − Nreceive(p) = c before the
beginning of the path and d(p) = 0 after the path has finished, then
Nsend(p)−Nreceive(p) = c− 1 after the path has finished. See Lemma
5.4.

4. If d(s) is odd and Nsend(s)−Nreceive(s) = c before the beginning of the
path, then Nsend(s) − Nreceive(s) = c + 1 after the path has finished.
See Lemma 5.5.

5. If d(s) is even and Nsend(s) − Nreceive(s) = c before the beginning of
the path, then Nsend(s) − Nreceive(s) = c after the path has finished.
See Lemma 5.7.

Lemma 5.8:
A vertex p with d(p) even before any path has begun can only reach situations 1
and 5, so Nsend(p)−Nreceive(p) = 0 after the algorithm is finished. So vertex
p attains its local lower bound.

Proof:
See Lemma 5.3. �

Lemma 5.9:
A vertex p with d(p) odd before any path has begun gets exactly once in situ-
ation 4 or exactly once in situation 3. So |Nsend(p) −Nreceive(p)| = 1 after
the algorithm finishes, and vertex p attains its local lower bound.

Proof:
A vertex p with d(p) odd before any path has begun, remains odd until the
algorithm chooses p as a starting vertex (situation 4) or terminating vertex
(situation 3), see Lemma 5.4. If situation 4 has occurred, d(p) becomes and
remains even according to Lemma 5.5, so neither situation 3 or 4 can occur
from then on. If situation 3 has occurred then d(p) = 0 so no situation can
occur from then on. �

5.1 Using KC2 with LA

Since KC2 gets optimal results, it could be used before the local algorithm to
distribute the columns with two processors optimally. This way, KC2 would
distribute the columns with two processors in it, and LA would distribute the
remaining columns. The results, shown as Table 25, show that in some cases
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it can be beneficial to use KC2 before LA. But in most cases it does not lead
to a better solution. This is probably because KC2 does not consider the local
lower bounds, so that processors with a higher local(s) value do not get more
columns with two processors.

matrix P phase KC2 + LA LA
circuit 1 8 v 135.0 ± 0.0 130.0 ± 0.0

u 484.0 ± 0.0 456.0 ± 0.0
16 v 326.0 ± 0.0 280.0 ± 0.0

u 109.3 ± 0.2 105.0 ± 0.0
32 v 87.0 ± 0.0 81.0 ± 0.0

u 183.0 ± 0.0 168.0 ± 0.0
64 v 73.0 ± 0.0 78.0 ± 0.0

u 124.9 ± 0.5 123.7 ± 0.6
random1k 8 v 215.0± 0.0 196.0± 0.0

u 217.9± 0.1 220.1± 0.3
16 v 115.4± 0.6 126.9± 1.7

u 115.1± 1.3 120.4± 2.6
32 v 78.4 ± 0.2 76.5 ± 0.3

u 90.7 ± 0.6 91.7 ± 0.6
64 v 48.4 ± 0.2 48.8 ± 0.4

u 78.4 ± 0.2 50.2 ± 0.2
amorph20k 8 v 208.0 ± 0.0 208.0 ± 0.0

u 608.0 ± 0.0 614.3 ± 13.2
16 v 296.0 ± 0.0 300.2 ± 4.2

u 318.0 ± 0.0 319.0 ± 2.0
32 v 135.0 ± 0.0 133.0 ± 0.0

u 263.0 ± 0.0 250.1 ± 0.1
64 v 159.0 ± 0.0 148.0 ± 0.0

u 136.0 ± 0.0 132.0 ± 1.0
can 1072 8 v 64.0 ± 0.0 61.0 ± 0.0

u 61.2 ± 0.2 61.0 ± 0.0
16 v 58.0 ± 0.0 52.1 ± 0.1

u 70.0 ± 0.0 60.0 ± 0.0
32 v 58.0 ± 0.0 52.0 ± 0.0

u 63.0 ± 0.0 66.0 ± 0.0
64 v 42.0 ± 0.0 41.0 ± 0.0

u 46.4 ± 1.0 46.4 ± 0.8

Table 25: Results of KC2 + LA compared to LA
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6 Some directions for further research

My goal in this thesis was to minimize the maximum number of sends and re-
ceives per processor in a parrallel sparse matrix-vector multiplication. A new
lower bound was found, which could be reached quite closely in the unequal
vector distributions case, and in the equal vector distributions case with sym-
metrically distributed matrices. Since the solutions are in most cases less than
ten percent higher than the lower bound, I expect the distribution cannot be
done much better.

As stated in the final paragraph of Chapter 3, it would be interesting to see
if Mon could be improved by letting Mon consider the generalized local lower
bound values in step 2. This would be a hybrid algorithm. A solution to the
greedy column assignment difficulty of LA could be to check all n columns and
let the candidate processor own the column which has the most processors in it
which do not want the column, except for the candidate processor. This way, the
processors could let each other obtain their generalized local lower bounds more
easily. This would make LA’s running time of order O(nnz2+P 2), but could still
be worthwhile because the matrix distribution algorithm is of order O(nnz2) as
well. A small improvement could be obtained by replacing the greedy second
phase of LA by Mon, which would assign only the columns which are unowned
at that moment. This could be an improvement since Mon probably has a better
heuristic than LA’s second phase.

The algorithm based on the local lower bound to distribute the vectors
equally was not much of an improvement compared to Mondriaan. The prob-
lems the local-bound heuristic has with the equal vector distributions, as stated
at the start of Chapter 4, are responsible for this. So, it could very well be that
localuv is not a good lower bound as well, and a sharper one can be found, so
that the results of Monuv and Monuv + Ruv improve relatively. That Monuv

might not be the final answer to distributing vectors equally, can be suspected
from the improving succes of Monuv + Ruv compared to Monuv with increasing
P .

In Chapter 5, the problem of distributing the vectors unequally with exactly
two processors per column of the matrix is solved optimally in polynomial time.
It is interesting to see if this can be done in the case of three processors per
column or more. I personally doubt this, because the algorithm exploits the
fact that arriving at a vertex and leaving leaves the difference between sends
and receives of the vertex unchanged. This is not the case with more than two
processors per column.
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